The Laplace Approximation

Sargur N. Srihari
University at Buffalo, State University of New York
USA
Laplace’s Method

• Approximate integrals of the form

\[ \int_{a}^{b} e^{Mf(x)} \, dx \]

– Assume \( f(x) \) has global maximum at \( x_0 \)

• Then \( f(x_0) \gg \) other values of \( f(x) \)
  – with \( e^{Mf(x)} \) growing exponentially with \( M \)

• So enough to focus on \( f(x) \) at \( x_0 \)

• As \( M \) increases, integral is well-approximated by a Gaussian

\[
\int_{a}^{b} e^{Mf(x)} \, dx \approx \sqrt{\frac{2\pi}{M|f''(x_0)|}} e^{Mf(x_0)} \quad \text{as } M \to \infty
\]

• Second derivative appears in denominator

• Proof involves Taylor’s series expansion of \( f(x) \) at \( x_0 \)
Pierre-Simon, marquis de Laplace
1749-1827

``Newton” of France

- Known for Work in
  Celestial Mechanics
  Laplace's equation
  Laplacian
  Laplace transform
  Laplace distribution
  Laplace's demon
  Laplace expansion
  Young–Laplace equation
  Laplace number
  Laplace limit
  Laplace invariant
  Laplace principle
Taylor’s series

- A function $f(x)$ that is infinitely differentiable at $x_0$ is the power series:

$$f(x) = f(x_0) + \frac{f'(x_0)}{1!}(x - x_0) + \frac{f''(x_0)}{2!}(x - x_0)^2 + \frac{f'''(x_0)}{3!}(x - x_0)^3 + \ldots$$

- Animation
Need for approximating integrals in Bayesian methods

• Bayesian *logistic regression* is intractable
  – More complex than Bayesian linear regression
  • Prediction \( p(C_k|x) \) involves integrating over \( w \)
    \[
    p(C_1 | \phi, t) \approx \int \sigma(w^T \phi) p(w) \, dw
    \]
  • Cannot integrate exactly if \( p(w) \) is replaced by a posterior which is not Gaussian

• Need to introduce methods of approximation

• Approaches
  – Analytical Approximations
    • Laplace Approximation
  – Numerical Sampling
Evaluation of Posterior Distribution

- **Gaussian prior of the weights**
  \[ p(w) = N(w|m_0, S_0) \]
  - where \( m_0 \) and \( S_0 \) are hyper-parameters

- **Posterior distribution of weights**
  \[ p(w|t) \propto p(w)p(t|w) \]
  \[ \text{where } t = (t_1, \ldots, t_N)^T \]
  - Substituting
  \[ p(t|w) = \prod_{n=1}^{N} y_n \{1 - y_n\}^{1-t_n} \]
  \[ \ln p(w|t) = -\frac{1}{2} (w - m_0)^T S_0^{-1} (w - m_0) + \sum_{i=1}^{N} (t_n \ln y_n + (1 - t_n) \ln(1 - y_n)) + \text{const} \]
  - where \( y_n = \sigma(w^T \phi_n) \)
  Maximize to obtain \( w_{\text{MAP}} \)
Gaussian Approximation of Posterior

- Maximize posterior $p(w|t)$ to give
  - MAP solution $w_{\text{map}}$
    - Done by numerical optimization
  - Defines mean of the Gaussian
  - Covariance given by
    - Inverse of matrix of 2nd derivatives of negative log-likelihood
      \[ S_N = -\nabla\nabla \ln p(w|t) = S_0^{-1} + \sum_{i=1}^{n} y_n(1 - y_n)\phi_n\phi_n^T \]
- This posterior can be approximated by a Gaussian using Laplace approximation
  \[ q(w) = N(w \mid w_{\text{map}}, S_N) \]
- Need to marginalize wrt this distribution to make predictions
Predictive Distribution

- Predictive distribution for class $C_1$, given new feature vector $\phi(x)$
  
  - Obtained by marginalizing wrt posterior $p(w|t)$
  
  $$p(C_1 | \phi, t) = \int p(C_1, w | \phi, t) dw \quad \text{Sum rule}$$

  $$= \int p(C_1 | \phi, t, w) p(w|t) dw \quad \text{Product rule}$$

  $$= \int p(C_1 | \phi, w) p(w|t) dw \quad \text{Given } \phi \text{ and } w, C_1 \text{ is indep of } t$$

  $$\approx \int \sigma(w^T \phi) q(w) dw \quad \text{Approximate } p(w|t) \text{ by Gaussian } q(w)$$

  Corresponding probability for class $C_2$

  $$p(C_2 | \phi, t) = 1 - p(C_1 | \phi, t)$$
Predictive distrib. is a Convolution

\[ p(C_1 | \phi, t) = \int \sigma(w^T \phi) q(w) \, dw \]

- Function \( \sigma(w^T \phi) \) depends on \( w \) only through its projection onto \( \phi \)
- Denoting \( a = w^T \phi \) we have \( \sigma(w^T \phi) \approx \int \delta(a - w^T \phi) \sigma(a) \, da \)
  - where \( \delta \) is the Dirac delta function
- Thus \( \int \sigma(w^T \phi) q(w) \, dw = \int \sigma(a) p(a) \, da \) where \( p(a) = \int \delta(a - w^T \phi) q(w) \, dw \)
  - Can evaluate \( p(a) \) because
    - the delta function imposes a linear constraint on \( w \)
    - Since \( q(w) \) is Gaussian, its marginal is also Gaussian
  - Evaluate its mean and covariance
    \[
    \mu_a = \mathbb{E}[a] = \int p(a) \, da = \int q(w) w^T \phi \, dw = w^{map}_T \phi
    \]
    \[
    \sigma_a^2 = \text{var}[a] = \int p(a) \{ a^2 - \mathbb{E}[a]^2 \} \, da
    = \int q(w) \{ (w^T \phi)^2 - (m^T_N \phi)^2 \} \, dw = \phi^T S_N \phi
    \]
Laplace: One-dimensional case

• Single variable $z$ with distribution $p(z)$
• Goal is to find Gaussian approximation $q(z)$ centered on the mode of the distribution $p(z)$

Let $p(z) = \frac{1}{Z} f(z)$

where $Z = \int f(z) \, dz$ is a normalization coefficient

• Suppose that value of $Z$ is unknown
Finding mode of $p(z)$

- **Mode is point** $z_0$ **such that** $p'(z_0) = 0$,
  - Or equivalently

$$\left. \frac{df(z)}{dz} \right|_{z = z_0} = 0$$

- **Approximate** $f(z)$ **using 2nd derivative** $p''(z_0)$
  - Logarithm of Gaussian is a quadratic.
  - Use Taylor expansion of $\ln f(z)$ centered at mode $z_0$

$$\ln f(z) \approx \ln f(z_0) - \frac{1}{2} A(z - z_0)^2$$

where $A = -\left. \frac{d^2}{dz^2} \ln f(z) \right|_{z = z_0}$

$A$ is the second derivative of $p(z)$

First order term does not appear since $z_0$ is a local maximum and $f'(z_0) = 0$
Final form of Laplacian (one dim)

- **Approximation of** $f(z)$:
  Assuming $\ln f(z)$ to be quadratic
  
  $$
  \ln f(z) \approx \ln f(z_0) - \frac{1}{2} A (z - z_0)^2
  $$

  where $A = \left. \frac{d^2}{dz^2} \ln f(z) \right|_{z = z_0}$

- **Taking exponential**
  
  $$
  f(z) \approx f(z_0) \exp \left\{ - \frac{A}{2} (z - z_0)^2 \right\}
  $$

- **To Normalize** $f(z)$ we need $Z$
  
  $$
  Z = \int f(z)dz \approx f(z_0) \int \exp \left\{ - \frac{A}{2} (z - z_0)^2 \right\}dz = f(z_0) \frac{(2\pi)^{1/2}}{A^{1/2}}
  $$

- The normalized version of $f(z)$ is
  
  $$
  q(z) = \frac{1}{Z} f(z) = \left( \frac{A}{2\pi} \right)^{1/2} \exp \left\{ - \frac{A}{2} (z - z_0)^2 \right\} \sim N(z \mid z_0, A^{-1})
  $$
Laplace Approximation Example

Applied to distribution \( p(z) \alpha \exp(-z^2 / 2) \sigma(20z + 4) \) where \( \sigma \) is sigmoid

\[
Z = \int f(z) \, dz
\]

Gaussian approximation will only be well-defined if its precision \( A > 0 \), or second derivative of \( f(z) \) at point \( z_0 \) is negative.
Laplace Approx: $M$-dimensions

- Task: approximate $p(z) = \frac{f(z)}{Z}$ defined over $M$-dim space $z$
- At stationary point $z_0$ the gradient $\nabla f(z)$ vanishes
- Expanding around this point

\[
\ln f(z) \approx \ln f(z_0) - \frac{1}{2} (z - z_0)^T A(z - z_0)
\]

- where $A$ is the $M \times M$ Hessian matrix

\[
A = -\nabla \nabla \ln f(z) \big|_{z=z_0}
\]

- Taking exponentials

\[
f(z) \approx f(z_0) \exp \left\{ -\frac{1}{2} (z - z_0)^T A(z - z_0) \right\}
\]
Normalized Multivariate Laplacian

\[ Z = \int f(z) \, dz \]

\[ \approx f(z_0) \int \exp \left\{ -\frac{1}{2} (z - z_0)^T A (z - z_0) \right\} \, dz \]

\[ = f(z_0) \frac{(2\pi)^{M/2}}{|A|^{1/2}} \]

- Distribution \( q(z) \) is proportional to \( f(z) \) as

\[ q(z) = \frac{1}{Z} f(z) = \frac{|A|^{1/2}}{(2\pi)^{M/2}} \exp \left\{ -\frac{1}{2} (z - z_0)^T A (z - z_0) \right\} \]

\[ = N(z|z_0, A^{-1}) \]
Steps in Applying Laplace Approx.

• Find mode of $z_0$
  – Run a numerical optimization algorithm
• Evaluate Hessian matrix $A$ at that mode
• Multimodal distributions lead to different Laplace approximations depending on mode considered
Weakness of Laplace Approx.

- Directly applicable only to real variables
  - Based on Gaussian distribution
- May be applicable to transformed variable
  - If $0 \leq \tau < \infty$ then consider Laplace approx of $\ln \tau$
- Based purely on a specific value of the variable
- Variational methods have a more global perspective
Model Comparison and BIC

- Normalization for Laplacian useful in Bayesian model comparison

\[ Z = f(z_0) \frac{(2\pi)^{M/2}}{|A|^{1/2}} \]

Normalization Constant

- Consider data set \( D \) and models \( \{M_i\} \) having parameters \( \{\theta_i\} \)

- For each model define likelihood \( p(D|\theta_i,M_i) \)

- Introduce prior over parameters \( p(\theta_i|M_i) \)

- Need model evidence \( p(D|M_i) \) for various models
Model Comparison and BIC

For a given model from sum rule

\[ p(D) = \int p(D \mid \theta) p(\theta) d\theta \]

Identifying \( f(\theta) = p(D \mid \theta) p(\theta) \) and \( Z = p(D) \) and using

\[
\ln p(D) = \ln \int f(\theta) d\theta = \ln \left[ f(\theta_{\text{map}}) \frac{(2\pi)^{M/2}}{|A|^{1/2}} \right] = \ln p(D|\theta_{\text{map}}) + \ln p(\theta_{\text{map}}) + \frac{M}{2} \ln 2\pi - \frac{1}{2} \ln |A|
\]

Occam factor that penalizes model complexity

where \( \theta_{\text{map}} \) is the value of \( \theta \) at the mode of the posterior

A is Hessian of second derivatives of negative log posterior
Bayes Information Criterion (BIC)

Assuming broad Gaussian prior over parameters & Hessian is of full rank, approximate model evidence is
\[
\ln p(D) \approx \ln p(D|\theta_{\text{map}}) - \frac{1}{2} M \ln N
\]

- \( N \) is the number of data points
- \( M \) is the no of parameters in \( \theta \)
- Compared to AIC given by \( \ln p(D|w_{ML}) - M \)

BIC penalizes model complexity more heavily
Weakness of AIC, BIC

• AIC and BIC are easy to evaluate
• But can give misleading results since
  – Hessian matrix may not have full rank since many parameters not well-determined
• Can obtain more accurate estimate from
  \[ \ln p(D) = \ln p(D|\theta_{\text{map}}) + \ln p(\theta_{\text{map}}) + \frac{M}{2} \ln 2\pi - \frac{1}{2} \ln |A| \]
• Used in the context of neural networks
Summary

• Bayesian approach for logistic regression is more complex than for linear regression
  – Since posterior over $w$ is not Gaussian

• Predictive Distribution needs an integral over parameters
  – Simplified when Gaussian

• Laplace approximation fits the best Gaussian
  – Defined for both univariate and multivariate

• Normalization term is useful as BIC criterion

• AIC and BIC are simple but not accurate