NE learning approaches

• Hidden Markov Models
• Maximum Entropy Modelling
• Decision tree learning

Hidden Markov Model for NE

• IdentiFinder™ developed at BBN
• View NE-task as a classification task
  ➢ Every word is either part of some name
  ➢ Or not a name
• Bigram language model for each name category
  ➢ Predict the next category based on the previous word and previous name category
• HMM is language independent
  ➢ Only simple word features for specific language
  ➢ Evaluation performed for English & Spanish
Organize the states of the HMM into regions

- One region for each desired class
- One for Not-A-Name
- Within each region, a model for computing the likelihood of words occurring within that region

NE-based HMM

- Every word is represented by a state in the bigram model
- Associate a probability with every transition from the current word to the next word
- The likelihood of a sequence of words $w_1$ through $w_n$ (a special $+$begin$+$ is used to compute the likelihood of $w_1$)

$$\prod_{i=1}^{n} p\left( w_i \mid w_{i-1} \right)$$
NE-based HMM

- Find the most likely sequence of name classes (NC) given a word sequence W
  - max P(NC W)
  - Accordingly to Bayes’ Rule
    \[
    P(NC \mid W) = \frac{P(NC) \cdot P(W \mid NC)}{P(W)} = \frac{P(W, NC)}{P(W)}
    \]
- Maximize the joint probability

Generation of words and name classes

1. Select a name-class NC, conditioning on the previous name-class and the previous word
2. Generate the first word inside the current name-class, conditioning on the current and previous name-class
3. Generate all subsequent words inside the current name-class, where each subsequent word is conditioned on its immediate predecessor
4. Repeat the 3 steps until an entire observed word sequence is generate
Example

Mr. Jones eats
Mr. <ENAMEX TYPE=PERSON>Jones</ENAMEX> eats

Possible (and hopefully most likely word-NC sequence):

\[ P(\text{Not-A-Name SOS,} +\text{end}+) * P(\text{Mr. Not-A-Name,} SOS) * \]
\[ P(+\text{end}+ \text{Mr. , Not-A-Name}) * P(\text{Person Not-A-Name, Mr.}) * \]
\[ P(\text{Jones Person, Not-A-Name}) * P(+\text{end}+ \text{Jones, Person}) * \]
\[ P(\text{Not-A-Name Person, Jones}) * P(\text{eats Not-A-Name, Person}) * \]
\[ P(., \text{eats,Not-A-Name}) * P(+\text{end}+.Not-A-Name) * \]
\[ P(\text{EOS Not-A-Name,}) \]

Word features \(<w,f>\) are the only language dependent part

- Easily determinable token properties:

<table>
<thead>
<tr>
<th>Feature</th>
<th>Example</th>
<th>Intuition</th>
</tr>
</thead>
<tbody>
<tr>
<td>fourDigitNum</td>
<td>1990</td>
<td>four digit year</td>
</tr>
<tr>
<td>containsDigitAndAlpha</td>
<td>A123-456</td>
<td>product code</td>
</tr>
<tr>
<td>containsCommaAndPeriod</td>
<td>1.00</td>
<td>monetary amount, percentage</td>
</tr>
<tr>
<td>otherNum</td>
<td>34567</td>
<td>other number</td>
</tr>
<tr>
<td>allCaps</td>
<td>BBN</td>
<td>Organisation</td>
</tr>
<tr>
<td>capPeriod</td>
<td>M.</td>
<td>Person name initial</td>
</tr>
<tr>
<td>firstWord</td>
<td>first word of sentence</td>
<td>ignore capitalization</td>
</tr>
<tr>
<td>initCap</td>
<td>Sally</td>
<td>capitalized word</td>
</tr>
<tr>
<td>lowerCase</td>
<td>can</td>
<td>uncapsitalized word</td>
</tr>
<tr>
<td>other</td>
<td>,</td>
<td>punctuation, all other words</td>
</tr>
</tbody>
</table>

\[ P(<\text{anderson,initCap}> <\text{arthur, initCap}>,. \text{organization-name}) > \]
\[ P(<\text{anderson,initCap}> <\text{arthur, initCap}>,. \text{person-name}) \]
Top Level Model

• Probability for generating the first word of a name-class
  ➢ Intuition: a word preceding the start of a NC (e.g., Mr.) and the word following a NC are strong indicators of the subsequent and preceding NC
  ➢ Make a transition from one name-class to another
  ➢ Calculate the likelihood of that word

\[ P(\text{NC} | \text{NC}_{-1}, w_{-1}) \times P(< w, f >_{\text{first}} | \text{NC}, \text{NC}_{-1}) \]

\[ P(\text{Person Not-A-Name, Mr.}) \times P(\text{Jones Person, Not-A-Name}) \]

Top Level Model

• Generating all but the first word in a name-class

\[ P(< w, f >_{\text{other}} | w, f >_{-1}, \text{NC}) \]

• +end+ for the probability for any word to be the final word of its name-class

\[ P(<+\text{end}+, other>| w, f >_{\text{final}} \text{NC}) \]
Training: estimating probabilities

- name-class bigram:
  \[
  \Pr(NC \mid NC_{-1}, w_{-1}) = \frac{c(NC, NC_{-1}, w_{-1})}{c(NC_{-1}, w_{-1})}
  \]

- first-word-bigram:
  \[
  \Pr(\langle w, f \rangle_{\text{first}} \mid NC, NC_{-1}) = \frac{c(\langle w, f \rangle_{\text{first}}, NC, NC_{-1})}{c(NC, NC_{-1})}
  \]

- non-first-word-bigram:
  \[
  \Pr(\langle w, f \rangle \mid \langle w, f \rangle_{-1}, NC) = \frac{c(\langle w, f \rangle, \langle w, f \rangle_{-1}, NC)}{c(\langle w, f \rangle_{-1}, NC)}
  \]

where \( c(\text{event}) = \# \text{occurrences of event in training corpus} \)

Handling of unknown words

- Vocabulary is built as it trains
- All unknown words are mapped to the token _UNK_
- _UNK_ can occur
  - As the current word, previous word, or both
- Train an unknown word model on held-out data
  - Gather statistics of unknown words in the midst of known words
- Approach in IdentifiFinder
  - 50% hold out for unknown word model
  - Do the same for the other 50%
  - combine bigram counts for the first unknown training file
Back-off models
Models trained on hand-tagged corpus
=> \( \text{Pr}(X, Y, Z) \) is not always available
=> fall back to weaker models:

<table>
<thead>
<tr>
<th>Name-class bigram</th>
<th>First-word bigram</th>
<th>Non-first-word bigram</th>
</tr>
</thead>
<tbody>
<tr>
<td>( P(\text{NC} \mid \text{NC}<em>{-1}, w</em>{-1}) )</td>
<td>( P(&lt;w, f &gt;<em>{\text{pr}, \text{NC}}, \text{NC}</em>{-1}) )</td>
<td>( P(&lt;w, f &gt;_{\text{NC}}, \text{NC}) )</td>
</tr>
<tr>
<td>( P(\text{NC} \mid \text{NC}_{-1}) )</td>
<td>( P(&lt;w, f &gt;_{\text{begin, other}}, \text{NC}) )</td>
<td>( P(&lt;w, f &gt;_{\text{NC}}) )</td>
</tr>
<tr>
<td>( P(\text{NC}) )</td>
<td>( P(w_{-1}</td>
<td>\text{NC}) \ast P(f</td>
</tr>
<tr>
<td>1 #name - classes</td>
<td>1 #name - classes</td>
<td>1 #name - classes</td>
</tr>
</tbody>
</table>

Computing the weight

- Each back-off model is computed on the fly using \( \text{P}(X, Y) \ast (1-\lambda) \), where

\[
\lambda = \left(1 - \frac{\text{old}.c(Y)}{c(Y)}\right) \ast \frac{1}{1 + \frac{\text{unique outcomes of } Y}{c(Y)}}
\]

- \( \text{Old}(Y) \): the sample size of the model from which backing-off is performed
- Using unique outcomes over the sample size: a crude measure of the certainty of the model
Results of Evaluation

- English (MUC-6, WSJ) and Spanish (MET-1): F-measure score

<table>
<thead>
<tr>
<th>Language</th>
<th>Best Result</th>
<th>Identifinder</th>
</tr>
</thead>
<tbody>
<tr>
<td>Mixed Case</td>
<td>English</td>
<td>96.4</td>
</tr>
<tr>
<td>Upper Case</td>
<td>English</td>
<td>89</td>
</tr>
<tr>
<td>Speech form</td>
<td>English</td>
<td>74</td>
</tr>
<tr>
<td>Mixed Case</td>
<td>Spanish</td>
<td>93</td>
</tr>
</tbody>
</table>

On MUC-6 overall recall and precision: 96% R, 93% P

NLP task as classification problem

- Estimate probability that a class a appears with (or given) an event (context) b.
  - $P(a, b)$
  - $P(a \mid b)$
- Maximum Likelihood Estimation
  - Corpus sparseness
  - Smoothing
  - Combining evidence
    - Independence assumptions
    - Interpolations
    - Etc.