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ABSTRACT
Natural Language Processing (NLP) techniques have been
explored to enhance the performance of Information Re-
trieval (IR) methods with varied results. Most efforts in
using NLP techniques have been to identify better index
terms for representing documents. This use in the index-
ing phase of IR has implicit effect on retrieval performance.
However, the explicit use of NLP techniques during the re-
trieval or information seeking phase has been restricted to
interactive or dialogue systems. Recent advances in IR are
based on using Statistical Language Models (SLM) to rep-
resent documents and ranking them based on their model
generating a given user query. This paper presents a novel
method for using NLP techniques on user queries, specifi-
cally, a syntactic parse of a query, in the statistical language
modeling approach to IR. In the proposed method, named
Concept Language Models, a query is viewed as a sequence
of concepts and a concept as a sequence terms. The paper
presents different approximations to estimate the concept
and term probabilities and compute the query likelihood
estimate for documents. Some empirical results on TREC
test collections comparing Concept Language Models with
smoothed N-gram language models are presented.

Categories and Subject Descriptors
H.3.3 [Information storage and retrieval]: Information
search and retrieval—Retrieval models; H.3.3 [Information

storage and retrieval]: Systems and software—Perfor-
mance evaluation

General Terms
Algorithms, Experimentation, Theory

Keywords
Language models, Information retrieval, Natural Language
Processing, Query Processing
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1. INTRODUCTION
Statistical Language Modeling (SLM) has been used in

different Natural Language Processing (NLP) tasks includ-
ing Speech Recognition [7], Machine Translation [3], In-
formation Extraction [23] and, recently, Information Re-
trieval (IR) [16]. In IR, each document in a document collec-
tion is viewed to have its own language model and its rele-
vance to a query is measured by the probability of its model
generating the given query. Different researchers have shown
that the language modeling approach to IR using smoothed
unigram language models performs better than the vector
space and classical probabilistic retrieval models [2, 6, 11].
Improved retrieval has been demonstrated using higher or-
der language models, e.g. bigram or trigram language mod-
els [11, 19]. While these higher order models are derived on
term co-occurrence or statistical basis, more linguistic in-
formation that capture the user’s information need can be
encoded in the language models.

Term independence assumption, which is understood to
be a wrong assumption for text retrieval, is used in most
retrieval models for robust estimation and ease of computa-
tion. NLP techniques have been used for identifying phrases
for indexing and/or querying purpose and experiments have
shown them to be good indexing units, but are effective only
for certain queries [12, 14]. These experiments are based
on the Vector Space retrieval model where indexing units
are mapped to dimensions of a vector. Such a representa-
tion, we believe, does not capture term dependencies effi-
ciently. Latent Semantic Indexing (LSI) [1] has been used
for dimensionality reduction and capturing term dependen-
cies. However, it is difficult to appreciate and understand
the retrieval model underlying its representation. Language
Modeling approach to IR, which attempts to explain the
retrieval process seems to be a good framework to capture
term dependencies. We present a new method for incorpo-
rating term dependencies discovered through syntactic parse
of user query in the language modeling approach to IR.

N-gram language models, to some extent, do capture term
dependencies as defined by the proximity of term occurrence
within the window of size N . However such local dependen-
cies derived through co-occurrence statistics do not neces-
sarily capture user’s information need correctly. For exam-
ple, in the query: How often were the peace talks in Ireland
delayed or disrupted as a result of acts of violence (TREC8
topic 404), a document with the sentence Sir Paul talks in
Ireland about his new book... will be deemed relevant for
this query.

We view a user query as an expression of different con-



cepts and their relationships that are of interest to the user.
Correctly identifying these concepts in queries and in doc-
uments will result in improved retrieval performance. Con-
cepts are not necessarily expressed by contiguous words in
a query and in most cases, the context in which a concept
appears is essential to correctly identifying the user’s intent.
For TREC topic 404, the context of the noun phrase, peace
talks, is Ireland and this context should be expressed in a
document to be relevant to the query. For the purpose of
our experiments, we assume that concepts are phrases that
are identified from the syntactic parse of the query. Iden-
tifying the concepts in documents and creating a concept
index is computationally expensive and hence we take the
approach of processing only the user queries to identify con-
cepts. We use proximity constraints to identify the concept
occurrences in documents.

Our approach is to model query as a sequence of concepts
and in turn, view concepts as a sequence of terms. The two-
layer approach facilitates representation of local predictive
effects for features such as phrases in documents. It also
yields well to using an external resource or even the corpus
itself to refer to for different realizations or surface forms
of a concept in documents. This is left for future work.
Our base model assumes concept independence and captures
local term dependencies through a bigram approximation.
Our experiments (ref. Section 6) using this model shows
improved retrieval performance over smoothed bigram and
unigram language models on TREC test collections.

The remainder of the paper is organized as follows: We re-
view related work on using NLP in IR and existing models in
Language Modeling approach to IR. Section 3 introduces the
two-layer concept language model for document retrieval.
Since we do not linguistically process documents and create
concept indices, Section 4 presents some special indexing
schemes that are required to support query-time generation
of language models. Syntactic parsing of queries is an essen-
tial step to correctly identify the concepts expressed in them.
Section 5 briefly discusses Cymfony’s information extraction
engine – InfoXtract – that was used in our experiments for
query processing. Section 6 shows some empirical evidence
on the effectiveness of the two-layer language model through
experiments on three document collections. Section 7 offers
some conclusion and future directions of this work.

2. RELATED WORK
This section presents a brief review of prior work in using

NLP techniques in query processing and language modeling
approach to IR. A survey by Greengrass [5] on Information
Retrieval includes a comprehensive section on NLP tech-
niques used in IR. While NLP is implicitly used in stemming
and generation of stop-word lists for IR, its use in identify-
ing phrases either in documents and/or queries is of interest
here.

2.1 NLP and IR
The use of phrases as index terms has been explored ex-

tensively by the participants of Text REtrieval Conferences
(TREC) [15]. Phrases seem, intuitively, to be good descrip-
tors of document content. Both statistical (identified based
on word co-occurrence) and syntactic (using some NLP tech-
niques) methods have been explored to identify indexing
phrases and experiments have shown them to be useful in-
dexing units. Mitra et al. [12] compared statistical and syn-

tactic indexing phrases and found them to be useful for cer-
tain queries and observed a trade off between query accuracy
and query coverage. They also show that longer phrases do
not give significant improvement in retrieval performance.
Their justification is that a longer phrase match invariably
includes the match of the two-word phrases extracted from
it and overemphasizing a single longer match may hurt the
performance of the system. Strzalkowski et al. [26] use mul-
tiple indices of documents based on stemmed words, phrases,
named entities and headword-modifier pair and merge re-
trieval results on these different indices to generate a fi-
nal ranked list of documents for a given query. Sparck-
Jones [20] note that simple linguistically motivated index-
ing techniques turned out to be more effective than well-
executed statistical approaches, at least for English, while
more advanced NLP techniques such as concept extraction,
remained too expensive for large-scale applications. While
the output of the information extraction system we employ
in our experiments does include named entities, events, etc.,
we only use the parse tree to build concept language models.
We plan to use such rich information in future work.

Instead of processing documents through an NLP system
to identify phrases for indexing, which is computationally
expensive, there have been efforts to use linguistic process-
ing of queries to get better representation and understanding
of user’s information need. Early efforts in this direction in-
clude the experiments by Smeaton and van Rijsbergen [18]
by implementing a retrieval strategy that is based on syn-
tactic analysis of queries. A syntactic parse of the query
is used to identify dependent word pairs and the retrieval
strategy is to search for co-occurrence of word pairs with in
a sentence in documents. Recently, Narita and Ogawa [14]
examined the utility of phrases, extracted from query texts
using NLP, as search terms for IR. They used single term and
phrasal term in their query construction. Similar to Mitra
et al. [12] they experimented with different representations
for multi-word phrases (more than 2 words) and decided to
use two word phrases for query construction. Phrasal terms
were matched using proximity constraints. They also asso-
ciated lesser weight to phrasal terms than single terms since
occurrence of a phrase in a document also indicates the oc-
currence of its constituent words. While their decision to
represent multi-word phrases as a set of two-word phrases
is based on experimental results, one possible explanation
for using such an approximation is the absence of robust
estimate for term weight that is based only on the phrase
occurrence in documents. A language model that can incor-
porate evidence from the document and corpus may be able
to provide a more robust estimate for multi-word phrases.
This work is the closest, in spirit, to the concept language
models proposed here.

The above experiments on the use of phrases and other
syntactic structures in IR either at indexing and/or retrieval
time have been in the settings of Vector Space Model. Each
phrase and its constituent words are assigned a unique entry
in the weighted vector for a document. While these entries
or dimensions in the document vector are related, their de-
pendencies are either ignored in the formulation or taken
care of in an ad-hoc fashion by weighting the constituent
words more than the phrases. It is our belief, that the Lan-
guage Model document representation provides an elegant
solution to incorporating phrase and word dependencies. A
two-layer language model proposed here is a method to in-



corporate phrase and word dependencies in language mod-
eling approach to IR.

2.2 Language Modeling for IR
In Language Modeling approach to document retrieval [16],

each document, D, in a corpus, C, is associated with a lan-
guage model, MD. Given a query Q = {q1, q2, . . . , qn}, doc-
uments in the corpus are ranked based on the probability,
P (Q|D), of their language model generating the given query.
The query-likelihood probability is given by

P (Q|MD) =
�

i

P (qi|q1, q2, . . . , qi−1, MD) (1)

The underlying generative model has been motivated from
different perspectives including, Statistical translation [2],
Hidden Markov Models [11]. Alternative method have been
proposed to the Query-Likelihood method for ranking doc-
uments: Document-likelihood or Relevance Models [10] (a
language model is associated with the query or topic of
interest and documents are ranked based on the probabil-
ity of them being generated by the query language model)
and Query-Document Model Similarity based on Risk Min-
imization Framework [9] (documents are ranked based on
the similarity between language models associated with the
query and a document). While a number of methods have
been proposed for estimating the language models, most ex-
periments have been based on smoothed unigram language
models (SUG). This approximates query-likelihood proba-
bility (1) to

P (Q|MD) ≈
�

i

P (qi|MD). (2)

Different smoothing methods have been experimented with
for approximating the probability P (qi|MD) [29]. Even with
a simple smoothed unigram language model, language mod-
eling method has been shown to perform better than the
vector space and classical probabilistic models for informa-
tion retrieval.

Higher order language models, in particular, smoothed N-
gram language models have been shown to perform better
than smoothed unigram language models [11, 19]. Smoothed
Bigram Language Model (SBG) approximates the query like-
lihood probability (1) to

P (Q|MD) ≈
�

i

P (qi|qi−1, MD). (3)

where the bigram probability is typically estimated as a lin-
ear combination of empirical probability of word pair (qi−1, qi)
and the unigram probability P (qi|MD). Smoothed N-gram
language models give importance to the order in which words
appear in documents. The order constraint seems relevant
to applications like speech recognition where one is inter-
ested in predicting the next word based on the current and
previously seen words. Such an assumption for language
models for Information Retrieval is restrictive since the order
in which words appear in user queries need not necessarily
match the order in which they may appear in relevant docu-
ments. Information Retrieval and Retrieval of Information
is one such example. While they refer to the same concept,
insisting on the order of occurrence (assuming stop words
like of are removed) provides two different representation
for the same concept. Srikanth and Srihari [24] proposed
Biterm Language Models that relaxed the order constraint

on N-grams and show better performance than Bigram Lan-
guage Models for document retrieval.

While ignoring the order of word occurrence in 2-gram
language model shows improved retrieval performance, there
are examples of phrases where the order of occurrence mat-
ters. For example a blind venetian is not venetian blind, a
victim of juvenile crime not necessarily a juvenile victim of
crime. Identifying when to relax the word order constraint is
essential for generating better language models for informa-
tion retrieval. This corresponds to identifying dependencies
between terms that appear in documents or queries. While
Srikanth and Srihari [25] partially address the word-order
constraint issue, this is not considered in this research. Both
syntax/semantics-based and statistical methods have been
explored for this identifying term dependencies.

In the context of probabilistic retrieval methods, Van Ri-
jsbergen [27] suggested a Maximum Spanning Tree (MST)
representation for term dependencies in a document. The
words or terms appearing in a document is viewed as nodes
of a graph and edges connecting them are weighted based
on the dependence or cohesion between two nodes or terms.
Van Rijsbergen use the Expected Mutual Information Mea-
sure (EMIM) to measure term dependencies. The MST of
the graph identifies the dependencies between terms. A sim-
ilar method was employed in building word-trigger based
language models for speech recognition applications [17] that
incorporate long distance term dependencies beyond those
captured by an N-gram model. Recently, Nallapati and Al-
lan [13] proposed Sentence Tree based Language Model that
used the MST representation for a sentence in a document
for the Story Link Detection task in TDT. They used the
Jaccard coefficient to measure dependency between terms
in a sentence of a document. Srikanth and Srihari [25] use
statistical dependencies among query terms to build a Max-
imum Bigram Language model for document retrieval. Due
to the sparseness of evidence for term dependence in queries,
their model assumes complete dependence between query
terms and approximates the conditional term probability to

P (qi|q1, q2, . . . , qi−1, MD) = max
j!=i,j=1,··· ,n

P (qi|qj , MD). (4)

Here qj is the best trigger term for qi. While they show
relative improvement in performance, complete query de-
pendence is not necessarily a good assumption. A syntactic
parse of the query provides a better clues for dependencies
between the query terms.

Term dependencies identified through syntactic structures
have been experimented with in speech recognition. Chelba
and Jelinek [4] use the partial parse of a word seen so far in
a spoken sentence to predict the next word. Here Part-of-
Speech information is used to identify word triggers or term
dependencies. Khudanpur and Wu [8] have proposed bet-
ter language models for speech recognition that incorporate
syntactic and collocational dependencies in the maximum
entropy framework. Both efforts are based on identifying
headwords through the partial parse of seen words and us-
ing it to predict the next word. For example, in The contract
ended with a loss of 7 cents after . . ., the word ended is a
better predictor of the word after than the N-grams before
it [4].

3. CONCEPT LANGUAGE MODELS
The Query-Likelihood language modeling approach to IR



views a user query, Q, as a set or sequence of terms. A
user query is an expression of user’s information need. It is
not the words themselves but the concepts that they re-
fer to which are of interest to the user. A query, Q =
{q1, q2, . . . , qn}, can be viewed as a sequence of concepts,
{c1, c2, . . . , ck}, of interest to the user. While concepts may
be expressed in a query through one or more words that
are not necessarily occurring contiguously in the query, a
concept, cj , can be viewed as query term sub-sequence,
{qj

1
, q

j
2
, . . . , qj

nj
}. As an example, the concepts in Status of

nuclear proliferation treaties — violations and monitoring.
(TREC4 topic 202) are Status, nuclear proliferation treaties,
violations and monitoring with the headword of multi-word
concepts underlined. Then, the Query-Likelihood probabil-
ity, P (Q|MD), is given by

P (Q|MD) =
k�

j=1

P (cj |c1, c2, . . . , cj−1, MD). (5)

The conditional concept probability in the right-side of (5)
can be approximated to unigram model by assuming con-
cept independence. This approximation, referred to as the
Concept Unigram Language Model (CULM) is given by

P (Q|MD) =
k�

j=1

P (cj |MD) (6)

Higher level models based on concept N-grams can be de-
fined as approximations to (5) which take the concept con-
text into account. Our experiments are based on the Con-
cept Unigram Language Model.

The concept unigram probability, expressed by the joint
probability of query terms in the concept, is given by

P (cj |MD) =

nj�

l=1

P (qj
l |q

j
1
, q

j
2
, . . . , q

j
l−1

, MD) (7)

If the right-side of (7) is approximated to product of query
term unigram probability, P (qj

l |MD), the resultant query-
likelihood probability is the unigram language model (2).
The number of terms in a concept is query dependent. While
a concept may have more than 2 terms, there may not be
sufficient statistics to obtain a robust estimate of the joint
probability in (7). Since the documents are not processed
by the NLP components to identify concept occurrence we
use alternate means to count concept occurrence and esti-
mate concept probability. The order in which the terms
in a concept appear in a relevant document is likely to be
different from their order in the query. For computational
purposes and to incorporate dependency constraint between
terms in a concept in the probability estimation, a bigram
approximation of concept probability given by

P (cj |MD) ≈

nj�

l=1

P (qj
l |q

j
l−1

, MD). (8)

is used in our experiments.
To obtain a robust estimate of the bigram approxima-

tion of concept probability given in (8) we used smoothing
techniques based in Dirichlet prior in our experiments. In
Dirichlet smoothing, the probability of the term t in docu-
ment D is assigned some prior probability based on its cor-
pus probability weighted by the parameter µ. The model is

given by

pµ(t|D) =
c(t, D) + µp(t|C)

�
w

c(w, D) + µ
(9)

where c(t, D) is the occurrence count of t in D and p(t|C) is
the corpus probability of t. Dirichlet smoothing has been
shown to provide the best unigram language models for
IR [29] tested against different test collections. Bigram
probabilities are smoothed using linear interpolation with
smoothing parameter λ as in

P (ti|ti−1, MD) = λ
c(ti−1, ti, D)

c(ti−1, D)
+ (1 − λ)P (ti|MD). (10)

where c(ti−1, ti, D) gives the occurrence count for the or-
dered term pair (ti−1, ti) in document D.

4. INDEXING SCHEMES
In this section, we briefly discuss the indexing schemes

used to support the computation of query-likelihood proba-
bilities using the concept language model. It has been shown
that unigram language models can be estimated using the
settings of a vector space model since they only require hit
statistics [6]. N-gram language models with N > 1 can ei-
ther be estimated by maintaining an N-gram index created
during index time or can be computed during query time.
To facilitate different approximations to the concept proba-
bility in (7), we adopted the latter approach. This seems to
be the best option for an experimental setup.

Standard indexing schemes store for each term t a list of
document indices in which the term appears. This is referred
to as the inverted index. To enable query time computation
of N-gram probabilities, a forward index is also maintained
that stores a list of terms that appear in a document for
each document. To compute N-gram statistics during query
time, the positions at which a term appears in a document
is required. This information is stored in a separate index,
referred to as the hit index. Given a document, d, and term,
t, the hit index maintains the positions in which the term t

appears in document d. Such an indexing scheme facilitates
experimentation of different approximations to concept term
probabilities. Query-time generation of document language
models does take more time than using pre-indexed infor-
mation. However, efficient indexing is needed to support
higher order language models for document retrieval.

5. SYNTACTIC PARSING OF QUERIES
The performance of the proposed Concept Language Mod-

els for IR depends on the effective parsing of the user queries.
The parse tree of a user query is used to identify the concepts
in the query. Since we restricted our definition of concepts to
contiguous words in our experiments, the concepts identified
in the query are typically the verbs and the noun phrases.
While a part-of-speech tagger followed by shallow parsing of
the POS output is sufficient to identify concepts, we used
an information extraction engine, InfoXtract [21, 22], from
Cymfony Inc. 1, to process the user queries. While we only
use the parse of the query output by InfoXtract , its out-
put identifies named enties, phrasal verbs, SVO structure,
named associations, events, etc. In future we plan to use this
rich information towards generating better language models.

1http://www.cymfony.com
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Figure 1: Precision-Recall Curve for WSJ2 collec-

tion – Dirichlet Prior Smoothing

6. EXPERIMENTS AND RESULTS
We addressed two main questions in our experiments to

evaluate the effectiveness of concept language models: (1) Is
the time spent on processing a user query to discover its
syntactic structure worth the effort? In other words, How
well do concept language model, specifically, concept uni-
gram language model perform in comparison to a smoothed
unigram language model? (2) Do the term dependencies
discovered through query parsing improve retrieval results
over term dependencies learned using co-occurrence statis-
tics? We compare the concept unigram language model with
a smoothed bigram language model for document retrieval.

We performed retrieval experiments on three data sets.
The first data set is the Wall Street Journal(WSJ2) sub-
corpus of TREC4 from TREC disk 2. The second data set
is the TREC4 corpus from TREC disks 2 and 3. Retrieval
experiments on both WSJ2 and TREC4 corpus were based
on the TREC topics 201-250. The third data set is the
TREC8 ad-hoc task corpus with data from TREC disks 4
& 5 and topics 401-450. For TREC8 data, the title and
description of the topics are used as user queries. From the
TREC4 topics, the description field was used.

The experiments were conducted using a retrieval compo-
nents of the experimental framework called the Text Pro-
cessing Tool Kit (TPTK). TPTK implements the indexing
schemes discussed in Section 4 and can be used for different
text processing/information retrieval tasks including classi-
fication and filtering. In our experiments, word-based in-
dex is created for all the three different data sets. Words
are stemmed using a porter stemmer and stop-words are
removed before the index is created.

The unigram probabilities are smoothed using Dirichlet-
prior with the parameter µ set to a value of 1000. The
bigram probabilities are smoothed using unigram probabil-
ities as given in Equation (10) with the parameter λ set
to 0.1. The unigram probability, P (ti|MD) in (10) is a
Dirichlet-prior smoothed unigram estimate. In Concept Un-
igram Language Model, the concept probabilities are esti-
mated using their bigram approximations. The bigram es-
timate weights the empirical bigram document probability
at 10% and use Dirichlet-smoothed unigram probability at
90%. The tuning parameters have been selected based on

SUG CULM %chg Wilc. I/D I-Wilc.
Rel 1183 1183
Rret 973 971 -0.2055 0.2884 5/13 0.2583
Prec.
0.00 0.6124 0.6404 4.6 0.0241* 8/16 0.0105*
0.10 0.4667 0.5014 7.4 0.0216* 13/28 0.0028*
0.20 0.3890 0.3953 1.6 0.1827 11/30 0.0549
0.30 0.3231 0.3282 1.6 0.1787 13/33 0.0441*
0.40 0.2758 0.3037 10.1 0.1525 15/35 0.0093*
0.50 0.2024 0.2389 18.0 0.0318* 16/34 0.0007*
0.60 0.1691 0.2126 25.7 0.0258* 14/33 0.0007*
0.70 0.1119 0.1461 30.6 0.0070* 11/29 0.0004*
0.80 0.0837 0.1100 31.4 0.0004* 11/25 0.0000*
0.90 0.0539 0.0713 32.3 0.0000* 7/18 0.0000*
1.00 0.0365 0.0514 40.8 0.0000* 5/14 0.0000*
Avg 0.2282 0.2512 10.1 0.3814 14/37 0.0849
Prec.

5 0.3244 0.3511 8.2 0.0000* 8/12 0.0000*
10 0.2867 0.2978 3.9 0.0000* 9/17 0.0000*
15 0.2607 0.2741 5.1 0.0009* 14/25 0.0000*
20 0.2367 0.2478 4.7 0.0212* 15/30 0.0009*
30 0.1985 0.2089 5.2 0.0018* 13/26 0.0002*
100 0.1162 0.1169 0.6 0.0007* 12/24 0.0000*
200 0.0783 0.0772 -1.4 0.0013* 9/21 0.0005*
500 0.0387 0.0390 0.8 0.0008* 7/15 0.0002*
1000 0.0216 0.0216 0.0 0.0006* 5/13 0.0004*
RPr 0.2395 0.2543 6.2 0.0287* 13/25 0.0043*

Table 1: Comparison of Smoothed Unigram Lan-

guage Model and Concept Unigram Language

Model where probabilities are smoothed using

Dirichlet priors for WSJ2 corpus.

experiments done by other researchers on Dirichlet smooth-
ing [29] and Bigram Language Models [19].

Figure 1 plots the precision-recall curves for TREC top-
ics 201-250 on WSJ sub-corpus in TREC disk 2. Table 1
shows the corresponding performance measures. The first
two columns compare the Dirichlet-prior smoothed unigram
language model (SUG) with our approach. The third col-
umn gives the percent change in values. Column four gives
the significance value according to the one-sided Wilcoxon
test. The fifth column gives the number of queries for which
the performance improved (I) and the number of queries
for which the performance was different (D). The last col-
umn gives the significance values according to the one-sided
Wilcoxon test on the queries for which the particular statis-
tic for CULM improved over SUG. This column indicates
whether the performance improvement is significant if we
consider only those queries for which the performance of
CULM did improve over SUG. In columns four and six, a
star mark after the significance value indicates a statistical
significant difference at the 0.05 level.

The Concept Unigram Language Model achieves better
precision at all levels of recall in the 11-pt recall/precision
values and with statistical significance in most of them.
While CULM performs at comparable recall values, it pro-
vides significant improvement in R-precision value and the
precision after N documents. Improvements of 10.1% and
6.2% are observed in the uninterpolated average precision
and R-precision values.

From the results given in Table 2 for TREC queries 201-
250 on TREC4 corpus, similar improvement are observed
for all performance measures. The precision-recall plots are
given in figure 2. Improvements are also observered in the
uninterpolated average precision (7.7%), R-precision (4.6%)



and recall (2.1%) values. However, not many of the im-
provements are statistically significant. It is noted that the
I/D measure indicates improvement for a number of queries
against all performance measures, however it is not spread
around to make a number of them statistically significant.
In other words there are some queries for which the CULM
performs significantly better than SUG. A similar observa-
tion was noted by Mitra et al. [12] in their experiments using
phrases as index terms. One possible reason for this could
be the difference in the corpus size resulting in better prob-
ability estimates. For those queries where an improvement
in the performance measure was observed, we computed the
significance value for the Wilcoxon test and this is given in
the last column in Table 2. This indicates the improvements
that are observed in some queries are indeed statistically sig-
nificant.

SUG CULM %chg Wilc. I/D I-Wilc.
Rel 6503 6503
Rret 3276 3345 2.1 0.0889 17/31 0.0105*
Prec.
0.00 0.6622 0.6627 0.1 0.0454* 11/20 0.0216*
0.10 0.4331 0.4401 1.6 0.4382 13/34 0.1656
0.20 0.3279 0.3432 4.7 0.1499 15/34 0.0244*
0.30 0.2571 0.2742 6.7 0.1271 17/34 0.0089*
0.40 0.2109 0.2273 7.8 0.0358* 13/29 0.0037*
0.50 0.1598 0.1831 14.6 0.0043* 15/25 0.0004*
0.60 0.1146 0.1370 19.5 0.0034* 12/20 0.0007*
0.70 0.0799 0.0926 15.9 0.0016* 9/16 0.0006*
0.80 0.0466 0.0611 31.1 0.0009* 3/7 0.0007*
0.90 0.0111 0.0198 78.4 0.0007* 3/4 0.0006*
1.00 0.0022 0.0018 -18.2 0.0006* 0/1 0.0006*
Avg 0.1876 0.2020 7.7 0.3298 20/41 0.0117*
Prec.

5 0.4520 0.4560 0.9 0.0113* 11/21 0.0030*
10 0.4100 0.4320 5.4 0.0115* 13/24 0.0041*
15 0.3760 0.4053 7.8 0.0191* 19/30 0.0007*
20 0.3570 0.3790 6.1 0.0206* 17/29 0.0005*
30 0.3253 0.3360 3.3 0.0407* 16/29 0.0068*
100 0.2304 0.2358 2.3 0.1312 15/31 0.0216*
200 0.1710 0.1781 4.2 0.0647 18/35 0.0037*
500 0.1050 0.1064 1.3 0.0868 15/31 0.0102*
1000 0.0655 0.0669 2.1 0.0889 17/31 0.0194*
RPr 0.2475 0.2589 4.6 0.0742 18/34 0.0040*

Table 2: Comparison of Smoothed Unigram Lan-

guage Model and Concept Unigram Language

Model where probabilities are smoothed using

Dirichlet priors on TREC queries 201–250 on

TREC4 corpus.

Table 3 shows the results for TREC topics 401-450 on
TREC8 collection shows performance improvement of CULM
over SUG but the improvements are not statistically signif-
icant. The I/D column leads us to similar conclusion as
observed for TREC4 collection. Figure 3 clearly indicates
the absence of statistical significance in the improvements
observed for TREC8 collection. From the our experi-
mental results on three different test collections, we note
that using Concept Unigram Language Models does improve
the retrieval performance over Smoothed Unigram Language
Models. Improvements are observed on all performance
measures, with statistical significance on a number of them.

Table 4 compares the performance of smoothed bigram
language models (SBG) over Concept Unigram Language
Model for the three document collections. Due to space con-
straints, only the important performance measures are given
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Figure 3: Precision-Recall Curve for TREC8 collec-

tion – Dirichlet Prior Smoothing

in the table along with their significance values for one-sided
Wilcoxon test. It is observed that significant improvements
have been achieved by CULM over SBG for the WSJ2 and
TREC8 corpus. The improvements for TREC4 are not sta-
tistically significant. These improvements indicate the effect
of concepts identified through syntactic parsing of queries
over word-bigrams.

Table 5 enumerates previously published mean average
precision values for the three different document collections
and compare them with concept unigram language mod-
els. While the details of the models are available in their
respective papers, the first column briefly identifies the re-
trieval model used. The second column indicates whether
title and/or description was used as queries. Concept Un-
igram Language Model performs better than smoothed bi-
gram language models on all three collections. Better perfor-
mance has been achieved on TREC8 corpus using improved
query representation with or without (pseudo-) relevance
feedback. These improvements have been achieved - for ex-
ample in Markov query translation model - by starting from
keywords in the query. Better results, we believe, can be
achieved by starting from the concepts in the query.



Collection Measure SBG CULM % change Wilc. I/D I-Wilc.
WSJ2 AvgP 0.2445 0.2512 2.7 0.0172* 28/39 0.0000*

Recall 960/1183 971/1183 1.1 0.0001* 4/6 0.0001*
RPrec 0.2475 0.2543 2.7 0.0028* 11/19 0.0006*
InitPr 0.6006 0.6404 6.6 0.0005* 15/19 0.0000*

TREC4 AvgP 0.1901 0.2020 6.3 0.0731 29/46 0.0041*
Recall 3303/6503 3345/6503 1.3 0.3390 14/32 0.4739
RPrec 0.2465 0.2589 5.0 0.0802 24/35 0.0072*
InitPr 0.6501 0.6627 1.9 0.1015 14/25 0.0489*

TREC8 AvgP 0.2538 0.2638 3.9 0.0014* 33/46 0.0000*
Recall 2900/4728 2964/4728 2.2 0.0000* 12/14 0.0000*
RPrec 0.3028 0.3114 2.8 0.0023* 16/25 0.0002*
InitPr 0.7393 0.8022 8.5 0.0006* 12/18 0.0002*

Table 4: Comparison of Smoothed Bigram Language Model and Concept Unigram Language Model

SUG CULM %chg Wilc. I/D I-Wilc.
Rel 4728 4728
Rret 2970 2964 -0.2020 0.1823 7/15 0.1224
Prec.
0.00 0.7623 0.8022 5.2342 0.0779 10/19 0.0308*
0.10 0.5092 0.5143 1.0016 0.5000 16/35 0.1383
0.20 0.4044 0.4032 -0.2967 0.2498 12/34 0.4602
0.30 0.3417 0.3593 5.1507 0.2826 12/29 0.1056
0.40 0.2858 0.2936 2.7292 0.1468 12/26 0.0507
0.50 0.2454 0.2520 2.6895 0.3492 11/28 0.1329
0.60 0.1982 0.2023 2.0686 0.1383 11/24 0.0534
0.70 0.1651 0.1647 -0.2423 0.1150 8/19 0.0700
0.80 0.1182 0.1147 -2.9611 0.1556 7/16 0.1224
0.90 0.0784 0.0774 -1.2755 0.1873 4/10 0.1586
1.00 0.0328 0.0356 8.5366 0.1616 2/3 0.1586
Avg 0.2610 0.2638 1.0728 0.3631 22/42 0.0494*
Prec.

5 0.5000 0.5080 1.6000 0.1993 14/24 0.1011
10 0.4500 0.4480 -0.4444 0.1823 13/24 0.1126
15 0.4253 0.4293 0.9405 0.2954 11/20 0.1924
20 0.3990 0.4080 2.2556 0.1758 13/21 0.1056
30 0.3560 0.3600 1.1236 0.2680 10/22 0.1526
100 0.2232 0.2320 3.9427 0.1468 15/27 0.0369*
200 0.1613 0.1664 3.1618 0.0752 12/24 0.0143*
500 0.0971 0.0988 1.7508 0.0501 9/21 0.0217*
1000 0.0594 0.0593 -0.1684 0.0369* 7/15 0.0196*
RPr 0.3040 0.3114 2.4342 0.2247 13/25 0.0692

Table 3: Comparison of Smoothed Unigram Lan-

guage Model and Concept Unigram Language

Model where probabilities are smoothed using

Dirichlet priors for TREC8 corpus.

7. CONCLUSION AND FUTURE WORK
We proposed a two-layer language model for document

retrieval that incorporates the term dependencies observed
in user queries. The two-layers of the language model were
obtained by viewing the query as a sequence of concepts and
each concept, in turn, viewed as a sequence of query terms.
While phrases have been used as index terms in informa-
tion retrieval experiments, the elegance of language model-
ing approach to IR facilitates a better representation of the
dependencies between the constituent words of a phrase.
Our experiments on WSJ sub-corpus, TREC4 and TREC8
document collections showed that Concept Language Mod-
els improve upon Smoothed Unigram Language Models and
Smoothed Bigram Language Models.

Concept Language Models is indeed a family of language
models for document retrieval. Our experiments used the

Retrieval Model/Method Query AvgP
Collection: WSJ2

Concept Unigram Language Model Desc. 0.2512
Song and Croft [19]: Smoothed Bigram
Language Models

Desc. 0.2359

Srikanth and Srihari [24]: Biterm Lan-
guage Models

Desc. 0.2393

Collection: TREC4

Concept Unigram Language Model Desc. 0.2020
Song and Croft [19]: Smoothed Bigram
Language Models

Desc. 0.1917

Collection: TREC8

Concept Unigram Language Model Title+Desc. 0.2638
Lafferty and Zhai [9]: Markov Chain
query translation model

Title 0.266

Lafferty and Zhai [9]: Markov Chain
query translation model conditioned
with Pseudo-feedback

Title 0.294

Narita and Ogawa [14]: Unigram and
phrasal terms with proximity based
weighting

Title 0.2573

Narita and Ogawa [14]: Unigram and
phrasal terms with proximity based
weighting

Title+Desc. 0.2725

Zargoza et al. [28]: Combining Bayes-
Predictive and Linear Interpolation
Smoothing

Title+Desc. 0.257

Table 5: Comparison of Concept Unigram Language

Models to previous best performing systems on dif-

ferent document collections

Concept Unigram Language Model that assumed the in-
dependence of concept occurrence and approximated the
concept probabilities to the bigram probabilities of its con-
stituent terms. Higher order Concept Language Models are
possible at both the query and the concept layers. While
higher order N-gram models can be used for approximat-
ing concept probabilities, N-gram models can also be build
based on concept co-occurrence leading to Concept N-gram
language models.

We used the InfoXtract information extraction system to
obtain the syntactic parse of queries. While we have not
used information like named entities and events from the
output of InfoXtract in our experiments, we plan to incor-
porate such information in the Concept Language model
framework to facilitate better language models for retrieval.

Finally, the use of relevance feedback in query expansion



and query weighting has been shown to improve retrieval re-
sults. We intent to explore relevance feedback in the context
of Concept Language Models for IR.
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