Sequence Modeling: Recurrent and Recursive Nets

Sargur Srihari
srihari@buffalo.edu
Recurrent Neural Networks: Functionality

- RNNs are a family of neural networks for processing sequential data.
- CNN and RNN are both specialized architectures.
  - Just as a CNN is specialized for processing a grid of values such as an image, RNN is specialized for processing a sequence of values $x^{(1)}, \ldots, x^{(\tau)}$.
  - Just as a CNN can readily scale to images with large width and height and some CNN can process images of variable size, RNNs can scale to much longer sequences and variable-length sequences.
Sharing Parameters is key to RNNs

- To go from multi-layer networks to RNNs we need to take advantage of sharing parameters across different parts of a model.
- With separate parameters for each value of time we could not:
  - generalize to sequence lengths not seen during training
  - Share statistical strength across different sequence lengths and across different positions in time.
- Such sharing is important when a particular piece of information can occur at multiple positions in the sequence:
  - Given “I went to Nepal in 1999” and “In 1999, I went to Nepal”, an ML method to extract year, should extract 1999 whether in position 6 or 2.
  - A feed-forward network that processes sentences of fixed length would have to learn all of the rules of language separately at each position.
  - An RNN shares the same weights across several time steps.
RNN as a network with cycles

- An RNN is a class of artificial neural networks where connections between units form a directed cycle.
- This creates an internal state of the network which allows it to exhibit dynamic temporal behavior.
- The internal memory can be used to process arbitrary sequences of inputs.

Three layer network with input $x$, hidden layer $y$ and output $z$. Context units $u$ maintain a copy of the previous value of the hidden units.
RNN vs. TDNN

- **Time-delay neural networks perform convolution across 1-D temporal sequence**
  - Convolution operation allows a network to share parameters across time, but is shallow
    - Each member of output is dependent upon a small no. of neighboring members of the input
    - Parameter sharing manifests in the application of the same convolutional kernel at each time step
- **RNNs share parameters in a different way**
  - Each member of output is a function of previous members of output
  - Each output produced using same update rule applied to previous outputs
  - This recurrent formulation results in sharing of parameters through a very deep computational graph
RNN operating on a sequence

- RNNs operate on a sequence that contain vector $\mathbf{x}^{(t)}$ with time step index $t$, ranging from 1 to $\tau$
  - Sequence: $\mathbf{x}^{(1)}, \ldots, \mathbf{x}^{(\tau)}$
  - RNNs operate on minibatches of sequences of length $\tau$

- Some remarks about sequences
  - The steps need not refer to passage of time in the real world
  - RNNs can be applied in two-dimensions across spatial data such as image
  - Even when applied to time sequences, network may have connections going backwards in time, provided entire sequence is observed before it is provided to network
Extension of Computational Graphs

• To study RNNs extend computational graphs to include cycles
  • These cycles represent the influence of the present value of a variable on its own value at a future time step
  • Such computational graphs allow us to define RNNs
  • We then define ways to construct, train and use RNNs

Computational graph of RNN that Maps an input sequence of \( x \) values to corresponding output sequence of \( o \) values. Loss \( L \) measures how far each output \( o \) is from the training target \( y \)
Forward propagation is given as follows. For each time step \( t \), \( t=1 \) to \( t=\tau \)
Apply the following time step equations
\[
\begin{align*}
o^{(t)} &= c + V h^{(t)} \\
h^{(t)} &= \tanh(a^{(t)}) \\
a^{(t)} &= b + Wh^{(t-1)} + Ux^{(t)}
\end{align*}
\]