Recurrent Neural Network Training

Sargur Srihari
srihari@buffalo.edu
Topics

- Design patterns for RNNs
- RNN with recurrence between hidden units
- Forward propagation equations
- Loss function for a sequence
- RNN with recurrence from output units to hidden units
- Teacher forcing for output-to-hidden RNNs
- Backward Propagation through time (BPTT)
Three design patterns of RNNs

1. Produce output at each time step and have recurrent connections between hidden units

2. Produce output at each time step and have recurrent connections only from output at one time step to hidden units at next time step
   - Less powerful than (1) but easier to train
     - Each step can be trained in isolation
     - Greater parallelization during training

3. Recurrent connections between hidden units that read an entire input sequence and produce a single output
   - Can summarize a sequence and produce a fixed size representation for further processing
RNN with recurrence between hidden units

- Maps input sequence $\mathbf{x}$ to output $\mathbf{o}$ values
  - Loss $L$ measures how far each $\mathbf{o}$ is from the corresponding target $\mathbf{y}$
    - With softmax outputs we assume $\mathbf{o}$ is the unnormalized log probabilities
    - Loss $L$ internally computes $\mathbf{y} = \text{softmax}(\mathbf{o})$ and compares to target $\mathbf{y}$

- Update equation
  \[
  a^{(t)} = b + Wh^{(t-1)} + Ux^{(t)}
  \]
RNN with hidden unit recurrence is a Universal TM

- RNN with hidden unit connections together with
  \[ a^{(t)} = b + Wh^{(t-1)} + Ux^{(t)} \]
  is Universal, i.e.,
  - Any function computable by a TM is computable by such an RNN of finite size
  - Output can be read from the RNN after no. of steps asymptotically linear in no. of steps used by the TM and asymptotically linear in length of input
Forward prop for RNN with hidden unit recurrence

• This design does not specify
  1. activation functions for hidden units,
  2. form of output and
  3. loss function

• Assume for this graph:
  1. Hyperbolic tangent activation function
  2. Output is discrete
    • E.g., RNN predicts words/characters
    • Natural way to represent discrete vars:
      • Output $o$ gives unnormalized log probabilities $\hat{y}$
        of each possible value
      • Can apply softmax as a postprocessing step to obtain vector of
        normalized probabilities over the output

• Forward prop begins with specification of initial state $h^{(0)}$
Forward Prop Equations for RNN with hidden recurrence

- Begins with initial specification of $h^{(0)}$
- Then for each time step from $t=1$ to $t=\tau$ we apply the following update equations

$$
egin{align*}
o^{(t)} &= c + Vh^{(t)} \\
h^{(t)} &= \tanh(a^{(t)}) \\
a^{(t)} &= b + Wh^{(t-1)} + Ux^{(t)} \\
\hat{y}^{(t)} &= \text{softmax}(o^{(t)})
\end{align*}
$$

- Where the parameters are:
  - bias vectors $b$ and $c$
  - weight matrices $U$ (input-to-hidden), $V$ (hidden-to-output) and $W$ (hidden-to-hidden) connections
Loss function for a given sequence

- This is an example of an RNN that maps an input sequence to an output sequence of the same length
- Total loss for a given sequence for a given sequence of $x$ values with a sequence of $y$ values is the sum of the losses over the time steps
- If $L^{(t)}$ is the negative log-likelihood of $y^{(t)}$ given $x^{(1)}, \ldots x^{(t)}$ then

$$L\left(\{x^{(1)}, \ldots x^{(t)}\}, \{y^{(1)}, \ldots y^{(t)}\}\right) = \sum_{t} L^{(t)}$$

$$= - \sum_{t} \log p_{model}\left(y^{(t)} | \{x^{(1)}, \ldots x^{(t)}\}\right)$$

- where $p_{model}$ is given by reading the entry for $y^{(t)}$ from the model’s output vector $\hat{y}^{(t)}$
Computing Gradient of Loss Function

• Computing gradient of this loss function wrt parameters is expensive
  • It involves performing a forward propagation pass moving left to right through the unrolled graph followed by a backward propagation moving right to left through the graph
• Run time is $O(\tau)$ and cannot be reduce by parallelization
  • Because forward propagation graph is inherently sequential
    • Each time step computable only after previous step
  • States computed during forward pass must be stored until reused in the backward pass
    • So memory cost is also $O(\tau)$
• Backpropagation applied to the unrolled graph with $O(\tau)$ cost is called Backward Propagation through time (BPTT)
Backward Propagation through Time (BPTT)

- RNN with hidden unit recurrence is very powerful but also expensive to train
- Is there an alternative?
RNN with recurrence from output to hidden

• A network with recurrent connections from output (at one time step) to hidden units (at next time step)
• It is strictly less powerful than hidden-to-hidden recurrence
  1. Cannot simulate a universal TM
  2. Because output units are trained to match training set targets, they are unlikely to capture past history of input unless user provides it as part of training set targets
Advantage of eliminating hidden recurrence

- For any loss function based on comparing prediction at time $t$ to training target at time $t$, all time steps are decoupled.
- Training can be parallelized with gradient for each time step $t$ computed in isolation.
- There is no need to compute the output for the previous time step first:
  - Because the training set provides the ideal value of that output.
- Models that have recurrent connections from their outputs leading back to the model may be trained with *teacher forcing*.
Teacher Forcing

• Models that have recurrent connections from their outputs leading back to the model may be trained with *teacher forcing*

• Teacher forcing during training means
  • Instead of summing activations from incoming units (possibly erroneous)
  • Each unit sums correct teacher activations as input for the next iteration

• Visualizing effect of teaching forcing
  • imagine that the network is learning to follow a trajectory; it goes astray (because the weights are wrong) but teacher forcing puts the net back on its trajectory by setting the state of all the units to that of teacher’s.

(a) Without teacher forcing, trajectory runs astray (solid lines) while the correct trajectory are the dotted lines

(b) With teacher forcing trajectory corrected at each step
Teacher Forcing Procedure

- Teacher forcing is a procedure for training RNNs with output-to-hidden recurrence.
- It arises from maximum likelihood.
- During training time model receives ground truth output $y^{(t)}$ as input at time $t+1$.
- We can see this by examining a sequence with two time steps.
  - The conditional maximum likelihood criterion is:
    $$
    \log p(y^{(1)}, y^{(2)} | x^{(1)}, x^{(2)}) = \log p(y^{(2)} | y^{(1)}, x^{(1)}, x^{(2)}) \\
    + \log p(y^{(1)} | x^{(1)}, x^{(2)})
    $$
  - At time $t=2$, model is trained to maximize conditional probability of $y^{(2)}$ given both the $x$ sequence so far and the previous $y$ value from the training set. We are using $y^{(1)}$ as teacher forcing, rather than only $x^{(i)}$.
  - Maximum likelihood specifies that during training, rather than feeding the model’s own output back to itself, target values should specify what the correct output should be.
Illustration of Teacher Forcing

- Teacher Forcing is a training technique applicable to RNNs that have connections from output to hidden states at next time step.

**Train time:**
We feed the correct output $y^{(t)}$ (from teacher) drawn from the training set as input to $h^{(t+1)}$.

**Test time:**
True output is not known. We approximate the correct output $y^{(t)}$ with the model’s output $o^{(t)}$ and feed the output back to the model.
Training with both Teacher Forcing and BPTT

- Teacher forcing can be used together with Backward Propagation through time (BPTT)
- When there are both hidden-to-hidden recurrences as well as output-to-hidden recurrences
Computing gradient in RNN using BPTT

- Computing the gradient through an RNN is straightforward
- One simply applies the generalized back-propagation algorithm to the unrolled computational graph.
- No specialized algorithms are necessary.
- Gradients obtained by back-propagation may then be used with any general-purpose gradient-based techniques to train an RNN.
Computing gradients by BPTT algorithm

- An example of computing gradients for the RNN equations

\[
\begin{align*}
\alpha^{(t)} &= b + Wh^{(t-1)} + Ux^{(t)} \\
o^{(t)} &= c + Vh^{(t)} \\
h^{(t)} &= \tanh(\alpha^{(t)})
\end{align*}
\]

\[
L\left(\{x^{(1)}, \ldots, x^{(t)}\}, \{y^{(1)}, \ldots, y^{(t)}\}\right) = \sum_{t} L^{(t)} = -\sum_{t} \log p_{\text{model}}(y^{(t)} | \{x^{(1)}, \ldots, x^{(t)}\})
\]

- Nodes of computational graph include parameters \(U, V, W, b, c\) and sequence of nodes indexed by \(t\) for \(x^{(t)}, h^{(t)}, o^{(t)}\) and \(L^{(t)}\)

- For each node \(N\) we need to compute the gradient \(\nabla_{N}L\) recursively, based on gradients at nodes that follow it in the graph
Gradient equations for BPTT

- We start the recursion with the nodes immediately preceding the final loss
  \[ \frac{\partial L}{\partial L^{(t)}} = 1 \]

- In this derivation we assume that the outputs \( o^{(t)} \) are used as the arguments to the softmax function to obtain the vector \( \hat{y}^{(t)} \) of probabilities over the output

- The gradient on the outputs at time \( t \) is
  \[ (\nabla_{o^{(t)}} L)_i = \frac{\partial L}{\partial o_i^{(t)}} = \frac{\partial L}{\partial L^{(t)}} \frac{\partial L^{(t)}}{\partial o_i^{(t)}} = \hat{y}_i^{(t)} - 1_{i, y^{(t)}} \]

- Iterate backwards. At the final time step \( t \) the gradient is
  \[
  \nabla_{h^{(t)}} L = \left( \frac{\partial h^{(t+1)}}{\partial h^{(t)}} \right)^\top (\nabla_{h^{(t+1)}} L) + \left( \frac{\partial o^{(t)}}{\partial h^{(t)}} \right)^\top (\nabla_{o^{(t)}} L) \\
  = W^\top (\nabla_{h^{(t+1)}} L) \text{diag} \left(1 - (h^{(t+1)})^2\right) + V^\top (\nabla_{o^{(t)}} L)
  \]
Gradients on remaining parameter nodes

- Once the gradients on the internal nodes of the computational graph are obtained, we can obtain gradients on the parameter nodes.

\[
\nabla_c L = \sum_t \left( \frac{\partial o(t)}{\partial c} \right)^T \nabla_{o(t)} L = \sum_t \nabla_{o(t)} L
\]

\[
\nabla_b L = \sum_t \left( \frac{\partial h(t)}{\partial b(t)} \right)^T \nabla_{h(t)} L = \sum_t \text{diag} \left( 1 - (h(t))^2 \right) \nabla_{h(t)} L
\]

\[
\nabla_v L = \sum_t \sum_i \left( \frac{\partial L}{\partial o_i(t)} \right) \nabla_{o_i(t)} = \sum_t \left( \nabla_{o(t)} L \right) h(t)^T
\]

\[
\nabla_W L = \sum_t \sum_i \left( \frac{\partial L}{\partial h_i(t)} \right) \nabla_{h_i(t)} = \sum_t \text{diag} \left( 1 - (h(t))^2 \right) (\nabla_{h(t)} L) h^{(t-1)^T}
\]

\[
\nabla_u L = \sum_t \sum_i \left( \frac{\partial L}{\partial h_i(t)} \right) \nabla_{h_i(t)}
\]