Parameter Tying and Parameter Sharing

Sargur N. Srihari
srihari@cedar.buffalo.edu
Parameter dependency

- $L^2$ regularization (or weight decay) penalizes model parameters for deviating from fixed value of zero
- Sometimes we need other ways to express prior knowledge of parameters
- We may know from domain and model architecture that there should be some dependencies between model parameters
Parameter Tying

- We want to express that certain parameters should be close to one another
A scenario of parameter tying

- Two models performing the same classification task (with same set of classes) but with somewhat different input distributions
- Model $A$ with parameters $w^{(A)}$
- Model $B$ with parameters $w^{(B)}$
- The two models map the input to two different but related outputs

\[
\hat{y}^{(A)} = f(w^{(A)}, x) \\
\hat{y}^{(B)} = g(w^{(B)}, x)
\]
**$L^2$ penalty for parameter tying**

- If the tasks are similar enough (perhaps with similar input and output distributions) then we believe that the model parameters should be close to each other:

  $$\forall i, \ w_i^{(A)} \approx w_i^{(B)}$$

- We can leverage this information via regularization

- Use a parameter norm penalty

  $$\Omega(w^{(A)}, w^{(B)}) = \| w^{(A)} - w^{(B)} \|^2$$
Parameter Sharing

• Parameter sharing forces sets of parameters to be equal
• Because we interpret various models or model components as sharing a unique set of parameters
• Only a subset of the parameters needs to be stored in memory
  – In a CNN significant reduction in the memory footprint of the model