Optimization for Training Deep Models

Sargur N. Srihari
srihari@cedar.buffalo.edu
The Optimization Task

• Find parameters $\theta$ of a neural network that significantly reduce a cost function $J(\theta)$

• $J(\theta)$ typically include a performance measure evaluated on the entire training set as well as additional regularization terms
Plan of discussion

1. How training optimization differs from pure optimization
2. Challenges that make optimization difficult
3. Several practical algorithms for
   1. Optimization
   2. Strategies for initializing parameters
      • Advanced algorithms adapt learning rates or leverage second derivatives of cost function
4. Combine simple optimization algorithms into higher-level procedures
ML Training vs. Pure Optimization

- There are several differences
- ML acts indirectly
  - We care about some performance measure $P$ which may be intractable
  - We reduce a different cost function $J(\theta)$ in the hope that doing so will reduce $P$
- Pure optimization: minimizing $J$ is a goal in itself
- Optimizing Deep models: specialization on structure of ML objective function
Cost Function for Training

• Cost is average over the training set

$$J(\theta) = E_{(x, y) \sim \hat{p}_{data}} \left( L(f(x; \theta), y) \right)$$

• where $L$ is the per-example loss function
• $f(x; \theta)$ is the predicted output when the input is $x$
• $\hat{p}_{data}$ is the empirical distribution; we may prefer over all $p_{data}$
• In supervised learning $y$ is target output

• We consider the supervised unregularized case
  – Where arguments of $L$ are $f(x; \theta)$ and $y$
  – Trivial to extend to case where $\theta$ and $x$ are arguments or $y$ is excluded
    • To develop various forms of regularization or unsupervised learning
Empirical Risk Minimization

- True risk is
  \[ J(\theta) = E_{(x,y) \sim \hat{p}_{data}} \left( L(f(x;\theta),y) \right) \]

- Empirical risk, with \( m \) training examples, is
  \[ J(\theta) = E_{(x,y) \sim p_{data}} \left( L(f(x;\theta),y) \right) = \frac{1}{m} \sum_{i=1}^{m} L(f(x^{(i)};\theta),y^{(i)}) \]
  - Empirical risk minimization is not very useful since:
    1. Prone to overfitting: can simply memorize training set
    2. SGD is commonly used, but many useful loss functions have 0-1 loss, with no useful derivatives (0 or undefined everywhere)

- We must use a slightly different approach
  - Quantity we must optimize is even more different from what we truly want to optimize
Surrogate Loss Functions

- Exactly minimizing 0-1 loss is typically intractable (exponential in the input dimension) even for a linear classifier

- In such situations use a surrogate loss function
  - Acts has a proxy but has advantages
  - E.g., negative log-likelihood of the correct class is a surrogate for 0-1 loss
    - It allows model to estimate conditional probability of classes
    - If it does that well then can pick the classes that yield the least classification error
Surrogate may yield more

- When the expected 0-1 loss is zero, one can improve classifier robustness by further pushing the classes apart
  - Thus extracting more information from the training data than with minimizing 0-1 loss
  - Results in a more confident and robust classifier
Early Stopping

• Important difference between optimization in general and learning:
  – training algorithms do not usually halt at a local minimum

• ML algorithm usually minimizes a surrogate loss function and halts based on an early stopping criterion
  – Typically loss on a validation set designed to stop overfitting

• Stops when derivatives are still large
  – In pure optimization, algorithm converges when derivatives are very small
Batch and Minibatch Algorithms

- Unlike pure optimization, in learning the objective function decomposes as a sum over training examples.
- Learning algorithms update the parameters based only a subset of the terms of the cost function.
Need for minibatch

• Maximum likelihood problems in log-space decompose into a sum over each example

\[ \theta_{ML} = \arg \max_{\theta} \sum_{i=1}^{m} \log p_{\text{model}}(x^{(i)}, y^{(i)}; \theta) \]

• It is equivalent to maximizing the expectation

\[ J(\theta) = E_{x, y \sim \hat{p}_{\text{data}}} \log p_{\text{model}}(x^{(i)}, y^{(i)}; \theta) \]

• Gradient of \( J(\theta) \) is also an expectation

\[ \nabla_{\theta} J(\theta) = E_{x, y \sim \hat{p}_{\text{data}}} \log p_{\text{model}}(x^{(i)}, y^{(i)}; \theta) \]

• Computing this expectation is very expensive
  – Requires summation over every training sample
  – Instead randomly sample small no.of samples
Minibatch yields better results

• Standard error for mean from $n$ samples is $\sigma/n^{1/2}$
  – where $\sigma$ is std dev of samples

• Denominator shows that error decreases less than linearly with no. of samples
  – Ex: 100 samples vs 10,000 samples
    • Computation increases by a factor of 100 but
    • Error decreases by only a factor of 10

• Optimization algorithms converge much faster
  – if allowed to rapidly compute approximate estimates
  – rather than slowly compute exact gradient
Another motivation: small sample gradient

- Training set may be redundant
- Worst case: all $m$ examples are identical
  - Sampling based estimate could use $m$ times less computation
- In practice
  - unlikely to find worst case situation but
  - likely to find large no. of examples that make similar contribution to gradient
Terminology

• **Batch or deterministic**: use all training samples in a batch

• Those using a single sample are called *stochastic* or *on-line*
  – On-line typically means continually created samples, rather than multiple passes over data

• More than 1 but less than all are *minibatch stochastic* or simply stochastic
Minibatch Size

• Driven by following factors
  – Larger batches → more accurate gradient but with less than linear returns
  – Multicore architectures underutilize extremely small batches
    • Use some minimum size below which there is no reduction in time to process a minibatch
  – If all examples processed in parallel, amount of memory scales with batch size
    • This is a limiting factor in batch size
  – GPU architectures more efficient with power of 2
    • Range from 32 to 256, with 16 for large models
Regularizing effect of small batches

- Small batches offer regularizing effect due to noise added in process
- Generalization is best for batch size of 1
- Small batch sizes require small learning rate
  - To maintain stability due to high variance in estimate of gradient
- Total run time can be high
  - Due to reduced learning rate and
  - Requires more time to observe entire training set