Early Stopping

Sargur N. Srihari
srihari@cedar.buffalo.edu

This is part of lecture slides on Deep Learning:
http://www.cedar.buffalo.edu/~srihari/CSE676
Topics

• Learning Curves
• Early Stopping vs $L^2$ Regularization

Increase in validation set error

- When training large models with sufficient representational capacity to overfit the task, training error decreases steadily over time, but validation set error begins to rise again
- An example of this behavior is shown next
Learning Curves

shows how negative log-likelihood loss changes over time (indicated as no. of Training iterations over the data set, or epochs).
In this example, we train a maxout network on MNIST.
Training objective decreases consistently over time, but validation set average Loss eventually begins to increase again for ming an asymmetric U shape
Saving parameters

• We can thus obtain a model with better validation set error (and thus better test error) by returning to the parameter setting at the point of time with the lowest validation set error.

• Every time the error on the validation set improves, we store a copy of the model parameters.

• When the training algorithm terminates, we return these parameters, rather than the latest set
Early Stopping vs $L^2$ regularization

- Two weights, Solid contour lines: contours of negative log-likelihood
- Left: dashed lines indicates trajectory of SGD. Rather than stopping at point $w^*$ that minimizes cost, early stopping results in an earlier point in trajectory
- Right: dashed circles indicate contours of $L^2$ penalty which causes the minimum of the total cost to lie nearer the origin than the minimum of the the unregularized cost