Convolutional Networks and Soft-weight sharing

Sargur Srihari
Topics

- Limitations of Conventional Neural Networks
- Convolutional Networks
- Soft-weight sharing
Limitations of Neural Networks

• Need substantial number of training samples
• Slow learning (convergence times)
• Inadequate parameter selection techniques that lead to poor minima
Solution: Exploitation of Local Properties

• Network should exhibit invariance to translation, scaling and elastic deformations
  • A large training set can take care of this
• It ignores a key property of images
  • Nearby pixels are more strongly correlated than distant ones
  • Modern computer vision approaches exploit this property
• Information can be merged at later stages to get higher order features and about whole image
Three Mechanisms of Convolutional Neural Networks

1. Local Receptive Fields
2. Subsampling
3. Weight Sharing
Convolution and Sub-sampling

- Instead of treating input to a fully connected network
- Two layers of Neural networks are used
  1. Layer of convolutional units
     - which consider overlapping regions
  2. Layer of subsampling units
     - Also called “pooling”
- Several feature maps and sub-sampling
  - Gradual reduction of spatial resolution compensated by increasing no. of features
- Final layer has softmax output
- Whole network trained using backpropagation
  - Including those for convolution and sub-sampling

Each pixel patch is 5 x 5

This plane has 10 x 10=100 neural network units (called a feature map). Weights are same for different planes. So only 25 weights are needed. Due to weight sharing this is equivalent to convolution. Different features have different feature maps.
What is Convolution?

- **One-dimensional case**: input \( g(t) \) is convolved with a kernel, or filter, \( f(t) \)

\[
(f * g)(t) = \int_{-\infty}^{\infty} f(\tau) g(t - \tau) \, d\tau
\]

- **2-D case**: Sharply peaked kernel results in edge detection

Convolution kernels for line detection:

<table>
<thead>
<tr>
<th>Horizontal lines</th>
<th>Vertical lines</th>
</tr>
</thead>
<tbody>
<tr>
<td>-1 -1 -1</td>
<td>-1 2 -1</td>
</tr>
<tr>
<td>2 2 2</td>
<td>-1 -2 -1</td>
</tr>
<tr>
<td>-1 -1 -1</td>
<td>-1 -2 -1</td>
</tr>
</tbody>
</table>

Figure 1
Neural nets for Convolution and Sub-sampling

• **Convolution**
  - Convolve input (image for Stage 1 or feature map for later stages) with a trainable filter $f_x$ then add a trainable bias $b_x$
  - to produce the convolution layer $C_x$

• **Subsampling**
  - sum a neighborhood (four pixels), weighting by scalar $w_{x+1}$, adding trainable bias $b_{x+1}$, and passing through a sigmoid function to produce a roughly $2x$ smaller feature map $S_{x+1}$
Two layers of convolution and sub-sampling

1. Convolve Input image with three trainable filters and biases to produce three feature maps at the C1 level.

2. Each group of four pixels in the feature maps are added, weighted, combined with a bias, and passed through a sigmoid to produce feature maps at S2.

3. These are again filtered to produce the C3 level.

4. The hierarchy then produces S4 in a manner analogous to S2.

5. Finally, rasterized pixel values are presented as a vector to a “conventional” neural network.
Two layers of convolution and sub-sampling

- By weight sharing, invariance to small transformations (translation, rotation achieved)
  - Regularization
- Similar to biological networks
  - Local receptive fields
- Smart way of reducing dimensionality before applying a full neural network
Soft weight sharing

• One way of reducing complexity of a network with a large number of weights is:
  • Encouraging groups of weights to have similar values
• What we saw with Conv Nets is only applicable when form of the network can be specified in advance
  • Hard weight sharing: Constraint of equal weights
• Alternative approach is Soft weight sharing:
  • Groups of weights encouraged to have similar values
• In soft-weight sharing, learning process determines
  • Division of weights into groups
  • Mean weight value for each group, and
  • Spread of values
Mixture of Gaussians for Weights

- Simple weight decay regularizer for neural networks:
  \[ \tilde{E}(w) = E(w) + \frac{\lambda}{2} w^T w \]
  where \( \lambda \) is the regularization coefficient

- This regularizer can be interpreted as negative log of a zero-mean Gaussian prior over \( w \)
  - Useful for translation invariance

- Instead, encourage weight values to form several groups rather than a single group
  - Group weights into \( M \) groups, each with a Gaussian prior distribution over the weights
    - A mixture distribution
    - Centers, variances and mixing coefficients are learnt from data
Learning weight groups

• Probability density of weight groups

\[ p(w) = \prod_i p(w_i) \]

where

\[ p(w_i) = \sum_{j=1}^{M} \pi_j N(w_i | \mu_j, \sigma_j^2) \]

• Negative log leads to regularization function

\[ \Omega(w) = - \sum_i \ln \left( \sum_{j=1}^{M} \pi_j N(w_i | \mu_j, \sigma_j^2) \right) \]

• Total error function

\[ \tilde{E}(w) = E(w) + \lambda \Omega(w) \]

• Error is minimized wrt weights \( w_i \) and wrt parameters \( \{\pi_j, \mu_j, \sigma_j\} \)

• Optimization method
  • If \( w_i \) were fixed, we could use EM algorithm, but they are not
    • If \( w_k \) were fixed this is a standard mixture of Gaussians problem
  • So use conjugate gradients or quasi Newton optimization
    • Conjugate gradients is faster than SGD but is sensitive
Derivatives for Minimization of total error function

\[ \tilde{E}(w) = E(w) + \lambda \Omega(w) \]

\[ \Omega(w) = -\sum_i \ln \left( \sum_{j=1}^{M} \pi_j N(w_i | \mu_j, \sigma_j^2) \right) \]

- Define

\[ \gamma_j = \frac{\pi_j N(w_i | \mu_j, \sigma_j^2)}{\sum_k \pi_k N(w_i | \mu_k, \sigma_k^2)} \]

- Derivatives of total error function wrt weights \( w_i \) is given by

\[ \frac{\partial \tilde{E}}{\partial w_i} = \frac{\partial E}{\partial w_i} + \lambda \sum_j \gamma_j \frac{(w_i - \mu_j)}{\sigma_j^2} \]

- Derivatives of error wrt the centers of Gaussians \( \mu_j \)

\[ \frac{\partial \tilde{E}}{\partial \mu_j} = \lambda \sum_j \gamma_j \frac{(\mu_i - w_i)}{\sigma_j^2} \]

- Derivatives of error wrt the variances \( \sigma_j \)

\[ \frac{\partial \tilde{E}}{\partial \sigma_j} = \lambda \sum_j \gamma_j \frac{1}{\sigma_j} \frac{(w_i - \mu_j)^2}{\sigma_j^2} \]

- Derivatives of error wrt mixing coefficients

\[ \frac{\partial \tilde{E}}{\partial \eta_j} = \lambda \sum_i \left\{ \pi_j - \gamma_j \left( w_i \right) \right\} \]

where

\[ \pi_j = \frac{\exp(\eta_j)}{\sum_{k=1}^{M} \exp(\eta_k)} \]