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1.1 Synopsis (Overview)
• Tremendous advances in AI which promises

– Personalized healthcare
– Enhanced national security 
– Improved transportation
– More effective education

• Driving forces
– Increased computing power
– Availability of large data sets and streaming data
– Algorithmic advances in machine learning

• Result of AI development have
– Created new sectors of economy
– Revitalized industries

• Continued advancement has potential for
– Further economic impact
– Quality-of-life improvements 3



1.1.1 National AI R&D Strategic Plan

• June 2019 plan updates 2016 strategic plan
– Main addition is making AI trustworthy

• Incorporated in 8 priorities in next slide

– Related to Executive order of February 2019
1. Investing in AI R&D

2. Data for AI

3. Setting government standards

4. Building AI workforce (education)

5. International engagement/protection



Priorities of National AI strategy
1. Make long-term investments in AI research
2. Develop effective methods for human-AI 

collaboration
3. Understand and address the ethical, legal, and 

societal implications of AI
4. Ensure the safety and security of AI systems
5. Develop shared public datasets and environments for 

AI training and testing
6. Measure and evaluate AI technologies through 

standards and benchmarks
7. Better understand national AI R&D workforce needs
8. Expand public-private partnerships to accelerate 

advances in AI 5



1.1.2 Participating Federal Departments

• A joint effort of NSF with 

– U.S. Department of Agriculture (USDA) 

– National Institute of Food and Agriculture (NIFA)

– U.S. Department of Homeland Security (DHS) 
Science & Technology Directorate (S&T) 

– U.S. Department of Transportation (DOT) 

– Federal Highway Administration (FHWA), and 

– U.S. Department of Veterans Affairs (VA) 

• Seeks to enable research through AI Research 

Institutes
6



1.2 Two Tracks
1. Institute Proposals

• Have principal focus in one of 6 themes (shown in next slide)

• Due January 28, 2020
• 1-6 awards, $16-20M over 4-5 years

2. Planning Proposals
• In any areas of foundational and use-inspired research 

appropriate to NSF and its partner organizations
• Due January 30, 2020
• 8 awards, $500K over two years

• How many proposals can be submitted?
• No limit on number of proposals per organization
• Limit on no of proposals for PI/CoPI: 2

7



Themes for “Institute Track”

1. Trustworthy AI
2. Foundations of Machine Learning
3. AI-Driven Innovation in Agriculture and the 

Food System
4. AI-Augmented Learning
5. AI for Accelerating Molecular Synthesis and 

Manufacturing 
6. AI for Discovery in Physics

8



2. Program Requirements
I. Introduction
• Why Institute scale activities 

– Enable multi-disciplinary, multi-stakeholder teams
• Spanning higher education, federal agencies, industry

– Larger-scale, longer-time horizon challenges 
• in both foundational and use-inspired AI research

– Develop the future AI workforce
• Nurture and grow next generation of talent

– Address society’s grand challenges
• Accelerate transition of AI into many economic sectors

– Maintain US global leadership in AI
9



I.A. Definition of AI
• AI enables performing tasks requiring human 

cognition/decision-making
– Thus understanding thought, intelligent behavior 

and their implementation is useful
• AI endeavor is multidisciplinary, encompassing

• Perceive, learn, reason, communicate, act in the world 
• Exhibit flexibility, resourcefulness, creativity, real-time 

responsiveness, and long-term reflection
• Use a variety of representation or reasoning approaches
• Demonstrate competence in complex environments and 

social contexts

• Following is a definition of AI and its principle 
disciplines to establish scope of solicitation 10



AI and its Subdisciplines

i. Core AI
ii. Biologically-inspired AI
iii. Perception and Communication
iv. Embodied AI
v. Trustworthy AI
vi. AI/ML Theory
vii. AI Hardware Architectures
• Following slides describe each subdiscipline

11



i. Core AI
• Theory and methods for these target abilities

– Learning, abstraction, and inference 
– Architectures for intelligence, multiagent systems

• ML has made great advances through 
– algorithms, computing power, and growing data 

• Other technologies
– Knowledge representation
– Logical and probabilistic reasoning, 
– Planning, 
– Search, constraint satisfaction, and optimization

12



ii. Biologically-inspired AI
• Models may be inspired by living systems 

– Connectionism, behavior, emergence
• Computational neuroscience

– Theory of computation in the nervous system 
• Behavioral and cognitive science 

– Typical of human perceptual, motor, and cognitive 
processes and their interactions

13



iii. Perception and Communication

• Computer vision 
– Methods to sense and reason about visual world 

• Human language technologies (also called NLP, NLU)
– To analyze, produce, translate, and respond to human text 

and speech
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iv. Embodied AI

• Intelligent systems may be able to act upon the 
world through embodiment 

• Robotics is closely aligned with but not 
identical to embodied AI 

• An embodied AI may be a robot 
• This solicitation does not include teleoperated 

robots or industrial robots that simply repeat 
programmed patterns of motion

15



v. Trustworthy AI 
• AI amplifies human capabilities to accomplish 

individual and collective goals, 
– Need to assess benefits, effects, and risks
– How human, technical, and contextual aspects of 

systems interact to shape those effects
• Relevant research areas 

– Explainable and trustworthy AI
– Validation of AI-enabled systems
– AI safety, security, and privacy (including, for 

example, AI for security and security for AI), 
– Role of emotion and affect in the design and 

perception of AI 16



vi. AI/ML  Theory
• Solicitation supports theoretical AI/ML leading 

to greater accuracy and resource usage 
– Architectures to handle time/energy constraints
– Game theoretic and economic aspects of AI/ML
– Mechanism design, information elicitation, social 

choice theory, and notions of equilibrium
– Information theory to remove guesswork in ML 

• Transition from "black box" to "grey/white box" models 
offering interpretability and targeted information extraction

– information authenticity in an era of "deep fakes,”
• Tackling verifying information provenance through 

forensics, authentication, consistency checks, and natural 
or engineered watermarks 17



vii. AI Hardware Architectures
• Performance of AI is dependent on hardware

– Memory, i/o, speed, parallelism, energy efficiency
• Possible research topics

1.Optimized hardware for AI/ML
2.Learning from high-velocity data, e.g.,

• Distributed ML to learn from multiple data pipelines 
3.ML feedback methods 

• Sample data from large-scale simulations, experimental 
instruments, and distributed sensor systems

18



I.B. Foundational and Use-Inspired AI Research
• Foundational AI 

– Theory and methods independent of any domain 
• Use-inspired AI research 

– Basic research that has use for society in mind. 
– Seek new AI methods by situating the research in a 

application domain to simultaneously inform 
progress in AI and solve particular use cases, e.g., 

• Foundational research in ML gave rise to breakthroughs 
in deep neural networks motivated by performance in 
controlled contexts like character recognition

• Later, use-inspired research in intersection of ML and 
linguistics led to the development of RNNs while 
revolutionizing language modeling for speech and text 19



Use-inspired vs Applied AI
• Use-inspired rather than applied emphasizes 

that this solicitation seeks to support work that 
goes beyond merely applying known 
techniques 
– It adds new knowledge and understanding in both 

foundational AI and use-inspired domains
• There is a virtuous cycle between foundational 

and use-inspired research
– Foundational results provide a starting point for 

use-inspired research, and results from use-
inspired research are generalized and made 
foundational 20



I.C. Program Vision
• AI promises personalized healthcare; enhanced 

national security; improved transportation; and 
more effective education. 

• Increased computing power, large datasets and 
streaming data, and algorithmic advances in ML 
have made it possible for AI to create new 
sectors of the economy and revitalize industries 

• Continued advancement by federal investment 
and channeled toward issues of national 
importance, holds potential for further economic 
impact and quality-of-life improvements 21



II. Program Description
• National AI Research Institutes consists of:

– Scientists, engineers, and educators united by a 
common focus: advancing research frontiers in AI 

• Their primary focus 
– Advancement of multidisciplinary AI research on 

larger-scale, longer-time-horizon challenges not 
supported in typical research grants

• They will accelerate technologies
– By grounding research in critical applications that 

motivate foundational research and provide 
opportunities for fielding of AI-powered innovation

22



II.A. AI Research Institutes Scope
• Vision of National AI Research Institutes is bold
• Each AI Research Institute pursues this vision 

in ways uniquely suited to 
– Its research focus, facilities, collaborations, and 

circumstances
• Proposers should convey unique qualities of the 

proposed Institute
– While addressing  5 desiderata common to all AI 

Research Institutes

23



Five Desiderata for Research Institutes

a) Advance foundational AI research
b) Leverage use-inspired research to advance to 

inform foundational research
c) Actively build the next generation of talent
d) Multidisciplinary groups of scientists, 

engineers and educators
e) Nexus points for collaborative efforts
• Details of each is given next

24



(a) Advance  Foundational AI
• To discipline associated with AI definition above 
• If advancing established AI, 

– (e.g., planning, ML, KR, Perception, NLU, Embodied agents) 

– Will demonstrate advances beyond state of the art
• Examples of new foundational AI research

– Principled integration of AI components 
• into more robust system architectures and platforms 

– Human-technology implications of AI, e.g., 
• Human-AI collaboration
• General ethical considerations for AI

25



(b) Leverage use-inspired research
• To inform foundational research priorities
• Accelerate fielding of AI-powered innovation
• Meet challenges of critical domain/ application 
• Sectors for such use-inspired research are:

– Aligned with an area of science and engineering 
(for example, chemistry or materials synthesis)

– Segment of economy (transportation, healthcare)
– Societal good (wildlife protection, clean air, water)

• Use-inspired dimension will promote knowledge  
transfer

26



(c) Build next generation of talent
• Drive innovative education for undergrads, 

graduate students, and post-docs, skilled 
technical workforce training 
– Public understanding of AI 
– Innovative pedagogy and instructional materials, 
– Offer diverse experiences to build AI workforce
– Focus on full range of groups under-represented in 

science and engineering 
– Maximize unique position of Institute to grow next 

generation of talent that will provide new 
discoveries and leadership

27



(d) Multidisciplinary groups
• Institute will consist of multiple organizations

– Under the leadership of a single lead organization 
• Institute will have a lead PI 

– With demonstrated vision, experience, and capacity 
to manage a complex, multi-faceted, and innovative 
enterprise that integrates research, education

• Institute will be staffed with a Managing Director 
(potentially distinct from the lead PI) 
– and a Management Team to oversee operations

• An External Advisory Board 
– Potential Board members should not be 

approached until Institute is funded 28



(e) Nexus points for collaboration
• Bring together people, ideas, problems, and 

technical approaches for maximum impact
• Bring together teams/approaches from 

universities, agencies, industry
• Promote organizational collaborations and 

linkages within and between campuses, 
schools, and the world beyond, 
– NSF encourages institutes with a range of 

organization 
• Participants should be integrated into a diverse 

Institute that is more than just the sum of parts.29



II.B. Funding Tracks
• Planning Track

– For up to 2 years, up to $500,000 to develop 
capacity for a full Institute

• Might include workshops, partnerships, research to 
demonstrate approach central to Institute vision

• In areas of foundational and use-inspired research 
appropriate to NSF and partner organizations

– Includes Planning proposals targeting specific themes for the 
Institute track 

– Future solicitations in AI Research Institutes will 
provide an opportunity for the submission of full 
institute proposals stemming from these planning 
activities

30



II.B. Funding Tracks
• Institute Track

– Between $16-20M for 4-5 years (up to $4M per year) 
– Proposals must convey clear plans for

• Foundational AI research 
• Use-inspired motivation and technology transition
• Education and workforce development
• Plans for multidisciplinary research community building 

– In this first year, Institute track proposals are being 
solicited in six high-priority areas 

• Future solicitations may target additional themes

31



Theme 1: Trustworthy AI
• Trust is key in adoption of AI for economic 

growth and innovations to benefit society
• Today, ability to understand AI decisions and 

measure their trustworthiness is limited 
• Aspects of trustworthy AI include:

a) Trusted to function Reliably
b) Trusted to be able to Explain conclusions
c) Trusted not violate Privacy
d) Trusted not to exhibit socially Harmful Bias

32



(a) Trusted to Function Reliability
• Must go beyond performance on a test set

– Mission-critical applications may require guarantees 
of worst-case solution quality and time to solution

– With room for error, we can provide probabilistic 
guarantees – but for safety-critical applications, 
guarantee needs to be precise and explicit

• E.g., an algorithm may be reliable in the face of random 
noise, but not in the face of an adversarial attack

– Research challenges include 
• detecting malicious inputs, understanding of model 

characteristics that might be taken advantage of by 
malicious attackers, richer measures of reliability, and 
verifying robustness formally and experimentally. 33



(b) Trusted to be able to Explain
• Explanations are vital in decision making

– Establishing human trust in the outcome requires 
the exchange of reasons for that outcome

– Explanations must be in terms as appropriate to the 
task and as needed by users. 

– Explanations help pinpoint errors or data
• Research challenges include finding ways to 

make "black box" AI systems explainable
– Models and frameworks for learning and reasoning 

that are both inherently explainable and powerful
– Integrating psychology, cognitive science, to better 

understand and acceptability of an explanation 34



(c) Trusted not to violate privacy
• Privacy of people whose data are used to train

– Not leak personal information during/after training 
• Approaches to enhancing privacy in ML

– Federated learning, homomorphic encryption, 
differential privacy, and synthetic datasets

• Solutions needed to allow people to establish 
boundaries on the use of their personal data 

35



(d) Trusted not to have harmful bias
• Harmful bias arises from incorrect assumptions

– when training data doesn’t reflect  full domain
– when system fails to respect legal and social norms 

• Research challenges include 
– Creating notions of fairness in decisions 
– Contexts in which they are achievable or impossible
– Detecting and measuring data bias
– Preventing "amplified" bias by learning algorithms
– Teaching human rules against unlawful bias

36



Theme 2: Foundations of ML
• ML is as much an art as a science 
• Research will seek general principles, e.g.,

i. General theory of ML: neural nets, SVM, PGM
ii. Causal inference
iii. Combining vectors and symbols
iv. Multi-agent learning
v. Evaluation measures using time and data
vi. General principles for deep learning architectures
vii. Incorporating rich prior knowledge

37



i. General theory of ML

• There are several methods for ML, including 
neural networks, SVMs, and PGMs

• Why and under what conditions does each 
method work? 

• Is there a general theory of ML that subsumes 
several or all popular approaches?

38



ii. Causal Inference
• Most ML aims to model statistical correlations 

between events. 
• In order to take action on the basis of a model, 

it is necessary to understand the causal 
relationships that underlie the correlations 

• There is growing interest and research on 
causal inference and discovery 

• How can causal relations be learned and 
distinguished from mere statistical 
associations?

39



iii. Combining vectors and symbols
• AI systems traditionally modeled knowledge 

symbolically, using recursively constructed data 
structures involving symbols for concepts, 
relationships, entities, and connectives. 

• Research in deep learning has demonstrated 
the power of representing concepts as numeric 
vectors rather than symbols. 

• Can the advantages of vector and symbolic 
representations be combined in a neuro-
symbolic framework for learning?

40



iv. Multi-agent learning

• With the exception of reinforcement 
learning, research in machine learning has 
focused on the context of a single agent 
observing and learning. 

• How should learning be formalized for 
dynamic multi-agent environments, 
possibly including adversarial learning 
agents?

41



v. Evaluation measures using time and data

• ML algorithms are usually evaluated only with 
respect to accuracy or similar measures such 
as their AOC curve

• However, other characteristics of a learning 
method may be vital for many applications, 
such as time or data requirements

• How should we formalize and compare 
methods with respect to such broader criteria?

42



vi. Principles for DL architectures

• The field is in the midst of an explosion of deep 
learning architectures, such as various 
architectures for memory, transformation, and 
generation. 

• New models are typically justified by a 
combination of intuition and empirical success

• What general principles govern deep learning 
architectures?

43



vii. Rich prior knowledge
• ML assumes that learning begins from a blank 

slate; that is, all knowledge is in the data 
• Often, a small amount of explicit knowledge can 

replace a large amount of data 
– E.g., Newtonian physics can be captured by a few 

equations, but a huge amount of data and 
computational effort would be needed for a system 
to learn to approximate Newtonian physics. 

• How can rich, general prior knowledge be 
incorporated in machine learning?

44



Theme 3: AI-driven innovation in food and 
agriculture

• Agricultural production is a user-inspired 
enterprise 
– Farmers have long been the example of innovators 

and user-inspired production processes 
• Deploying AI is a natural extension to 

agricultural production and food security 
– Data-driven research methods yield insights and for 

producers, labor, food handling and processes, 
transportation and storage, wholesale and retail 
marketing, and high-quality products and 
information for consumers.

45



Theme 4: AI-Augmented Learning
• Innovations to improve human learning

– in formal settings (e.g., preK-12, undergraduate, 
graduate, vocational education), training, on-the-job

– lifespan informal settings (e.g., museums, nature 
centers, libraries; TV/film; crowd-sourcing and 
citizen science; on-line experiences). 

• In support of:
– cognitive, neural, perceptive processes
– well-defined learning outcomes in STEM fields

• such as literacy, self-regulation, creativity, curiosity, 
communication, collaboration and social skills.
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Theme 5: AI for molecular synthesis
• To drive molecular discovery and identify 

chemical transformation pathways 
– that support energy-efficient, sustainable chemical 

manufacturing 
– alternatives to existing chemical processes 

• End-use products include: 
– small molecules, pharmaceuticals, specialty 

chemicals, biochemicals and biomaterials, 
macromolecules and nanomaterials, and 
commodity chemicals

– Impacted technologies: clean energy, advanced 
manufacturing, and sustainable processes 47



Theme 6: AI discovery in Physics

• Improve operations and exploitation of Division 
of Physics facilities, 

• Promote the integration and interpretation of 
heterogenous datasets, 

• Accelerate model-building and quantification of 
uncertainties, 

• Enable novel ways to interrogate high-
dimensional features of complex data sets

48



Examples of AI discovery in Physics
• Improving classification, feature extraction, 

reconstruction, and analysis at dataflow-intensive 
facilities

• Accelerating simulations for multi-messenger 
astrophysics, quantum chromodynamics, cosmology, 
and plasma physics

• Exploring very large space of potentially viable string 
theories ("string landscape")

• Developing predictive dynamical models of complex, 
far-from-equilibrium systems

• understanding genome packing
• Improved physical models of brain function
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